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ABSTRACT

In this project, we explore the concept of real-time cough
and sneeze detection. Through the idea of Keyword Spot-
ting (KWS), we developed a small scale deep neural network
capable of cough and sneeze classification. Both the Convo-
lution Neural Network (CNN) and the Convolution Recurrent
Neural Network (CRNN) were developed to compare across
the accuracy and false negative (FN) performance metric. We
observed that the CRNN outperformed the CNN in terms of
both accuracy and FN, despite having far fewer trainable pa-
rameters (approx 260k for CRNN, as opposed to approx 8M
for CNN).

Index Terms— Convolutional Neural Network, Convolu-
tion Recurrent Neural Network, Keyword Spotting, Audio
Classification

1. INTRODUCTION

1.1. Motivation and Background

Due to the recent COVID-19 pandemic, the detection of
cough and sneeze provides a means for measuring the like-
lihood of the disease. In general, the detection of cough
and sneeze provides an indication of the well-being of an
individual. Once a cough/sneeze is detected and recorded,
the cough/sneeze recording can be further analyzed to detect
whether the patient is positive for COVID-19 (or gener-
ally, any respiratory disease). Although potentially not as
accurate as current nasopharyngeal swab tests, a machine
learning model for COVID-19 testing from detected coughs
and sneezes can provide quick insight into the health status
of a patient.

In this project, we are concerned with the first part of this
description, where we plan to develop deep learning models
in order to detect and extract cough and sneeze recordings
from a real-time stream of audio. Identifying keywords or
phrases from audio, known as keyword spotting, has been
studied and implemented in speech processing literature and
industry applications. For example, Google Assistant uses
keyword spotting in order to detect the phrase “Hey Google”
in real-time from the customer and fulfill the succeeding re-

quest. In our case, we plan to develop a keyword spotting
model to detect coughs and sneezes.

1.2. Related Works

The authors of et al. [1] explored the idea of using Convo-
lution Neural Network (CNN) for small-footprint KWS task.
They investigated into using as few parameters, or as few mul-
tiplications as possible, to achieve a satisfactory result with
the false reject rate as the performance metric. This way the
KWS system minimizes latency, complexity, and footprint
size in order to run in human-technological interface.

The authors of et al. [2] explored the idea of using Con-
volution Recurrent Neural Network (CRNN) for KWS task.
Inspired by the large-scale state-of-the-art speech recognition
system, the authors of et al. [2] combined the strength of con-
volution layers and recurrent layers to exploit local structure
and long-range context. With minimal parameters ( 230k),
the CRNN is system was able to attain acceptable low latency,
and achieve 97.71% accuracy at 0.5 false alarm rate per hour
for 5 dB signal-to-noise ratio [2].

In each of the works of et al. [1] and et al. [2], the authors
implemented the methods of per-channel energy normaliza-
tion of the mel-frequency spectogram (PCEN) as a means of
feature extraction (more detail in section 2.2). Compare to
other feature extraction methods, such as zero crossing rate
or spectral centroid, PCEN seems to provide the best result
in literature. Thus, our choice of feature extraction method is
also chosen to be PCEN.

2. DATASET AND FEATURES

2.1. Dataset Details

In this project, sound data was obtained from various sources.
The first source of data comes from the AudioSet dataset by
Google [3]. This dataset is a large-scale collection of human-
labeled sound clips from YouTube containing 527 classes, in-
cluding music, human, animal, and nature sounds. The raw
sounds files themselves are not provided, rather, a CSV file
of all 2M YouTube video metadata with the 10-second time
frames and labels are included. With this CSV file, a script



Fig. 1. Sample cough waveform from the dataset.

was developed to extract the desired 10-second sound clips
as WAV files for Cough and Sneeze classes. From this, 650
Cough and 850 Sneeze WAV files were obtained.

An additional 40 Cough and 40 Sneeze WAV files were
obtained from the Freesound collaborative database [4] and
1k Cough WAV files were obtained from our TA Brian’s
COVID-19 cough dataset. An example cough waveform is
shown in Fig. 1. All sound data is single-channel audio.
There are many audio event recognition systems that can be
implemented with such data, including voice assistants and
keyword spotting applications as discussed in section 1.1.

2.2. Feature Extraction

The feature extraction method used on the data is the per-
channel energy normalization (PCEN) of the mel-frequency
spectrogram [5]. The mel-frequency spectrogram is a very
common feature representation for sound data, especially for
audio compression [6] and audio keyword generation [7].
Using PCEN in addition to the mel-frequency spectrogram
adds additional benefits to the representation of audio data.
These benefits include reducing the strong cross-correlations
between mel-frequency bands as a type of data “whitening”
bringing the distrubtion of magnitudes closer to Gaussian,
and allowing for real-time implementation unlike PCA [8].
Thus, this feature extraction method is used because it re-
sults in the enhancement of transient sound events, such as
coughing and sneezing, while reducing stationary noise.

The following parameters are used in the PCEN of the
mel-frequency spectrogram: 40 mel-frequency channels, a
25ms FFT window, and a 10ms frame shift. These parameters
are the same as used in the CNN KWS system in the original
PCEN literature [5]. Fig. 2 shows the PCEN mel-frequency
spectrogram of the waveform in Fig. 1. In this example, we
see how PCEN emphasizes the cough events at around 4 sec-
onds and 6 seconds while all other noise is diminished.

Since not all waveforms are the same length in time,
shorter waveforms are padded to obtain a standard time di-
mension. Thus, the final input dimension for the data features
is B × T ×M × C where B is the batch size, T is the num-
ber of time samples, M=40 is the number of mel-frequency

Fig. 2. PCEN Mel-frequency spectrogram of Fig. 1.

Fig. 3. The categorical cross entropy loss function.

channels, and C=1 is the number of audio channels.
Lastly, the integer class labels are encoded into 2 dimen-

sional binary vectors through one-hot encoding [9], where a
value of 1 is placed for the index of the true class label and
a value of 0 is placed for the other class labels. This one-hot
encoding is used in order to remove the ordinal representation
of the integer class labels that result in hard predictions and,
instead, represent a probability distribution of soft predictions
using the Softmax output layer [10]. Using one-hot encoding
also allows for the use of the categorical cross entropy loss
function as discussed in section 3.2.

3. METHODS

3.1. Model Architectures

In this project, we use two different deep learning architec-
tures to learn the features of our dataset. The reason we used
deep learning is because it has consistently shown to out-
perform other traditional non-deep learning algorithms, es-
pecially when attempting to identify and extract complex fea-
tures from the data. Deep learning also has the benefit of fast
classification time which is useful for our real time detection
of cough or sneeze events. All the models were built using
TensorFlow 2.1.0 with the Keras API utilizing GPU resources
on UC San Diego’s Data Science/Machine Learning Platform
[11, 12].

3.2. Loss Function

We use the categorical cross entropy function [13] as shown
in Fig. 3 for our model loss function because it shows how
well the model prediction probabilities represent the true
probabilities. We see that for a specific (i,j) indexed example,
we get one of 2 cases:



Fig. 4. Baseline CNN model architecture.

1. When y = 1.0 and as ŷ → 1.0 for a correct prediction,
the loss approaches zero since −log(ŷ)→ 0 as ŷ → 1.

2. When y = 1.0 and ŷ → 0 for an incorrect predic-
tion, the loss approaches a large positive value since
−log(ŷ)→ +∞ as ŷ → 0.

We also see that when y = 0 for the non-true labels, the
loss function calculation is “ignored” by not updating. From
this, we can conclude that the categorical cross entropy func-
tion is a proper and intuitive loss function for our audio event
classification task.

3.3. Baseline Convolution Neural Network

A Convolution Neural Network (CNN) is a class of deep feed-
forward neural network, which is commonly used for visual
tasks. The main goal of a CNN is to learn the features of the
data by convolution operations. The mathematical term ‘con-
volution’ refers to combining two functions into one function.
For a CNN, the convolution operation is applied on to input
data with the use of a kernel/filter to produce an output fea-
ture map. The kernel ‘slides’ across the input data matrix,
and performs element-wise multiplication with a subsection
of the data matrix and then sums up all the multiplication re-
sults into one output number. The kernel repeats this process
until the whole 2D data has been covered and we have the
output feature map.

The Baseline CNN model shown in Fig. 4 consists of
an input Conv2D layer (8 filters, 3x3 kernel, 1x1 stride, no
activation), a MaxPooling2D layer, a Flatten layer, a Dense
layer (64 units, ReLU activation), and a Softmax output layer
with 2 units for the 2 classes in our classification task. For a
Conv2D layer, the number of filters is the outer dimension of
the output feature maps. The kernel size specifies the height
and width of the kernel. The stride specifies the number of
pixel shifts for the kernel on the input data matrix for each
direction. The MaxPooling2D layer helps to down sample
the output from the previous layer. The Flatten layer helps
to break the spatial structure of the previous layer into a 1D
vector. The ReLU activation function is the more popular ac-
tivation function for the training and convergence of deep net-
works compared to the ‘Sigmoid’ and ‘Tanh’ counterparts.

Fig. 5. CRNN model architecture.

3.4. Convolution Recurrent Neural Network

Convolution Recurrent Neural Network (CRNN) is a com-
bination of a Convolutional Neural Network and Recurrent
Neural Network (RNN), and is especially designed for se-
quential data. We were inspired by the works of Arik, et al in
CRNN keyword spotting [2], when creating our own model.
Traditional CNNs are not ideal with sequential data because
data inputs are treated independently from each other. On the
other hand, RNNs are very good at modeling temporal data.
When combining them with CNNs, we are able to get better
extraction of data from the temporal features.

A RNN is state of the art feed-forward neural network,
that is designed for sequential data. RNN contains a internal
state known as the ‘memory’ that is a function of the previous
internal state. This is why RNNs are effective with sequential
data since the ‘memory’ allows for capturing of the sequential
dependencies of the data.

For our models, we used special variations of RNNs
known as LSTM (Long Short-Term Memory) and GRU
(Gated Recurrent Unit). LSTM and GRU help us capture
time dependencies better in our sound data than a traditional
RNN. The major difference is how the data is operated on
with the addition of cell states and gates. The cell states hold
the memory of relevant information and transfers them when
needed. Gates help to remove and add information to cell
states as needed. The gates learn what information to keep
or remove when the model is training. Now GRUs are very
similar to LSTM, except they don’t contain a memory unit in
which all the information is shown.

The CRNN model shown in Fig. 5 consists of an input
Conv2D layer (32 filters, 20x5 kernel, 8x2 stride, ReLU ac-
tivation) with Batch Normalization, a MaxPooling2D layer, a
30% Dropout layer, two RNN layers (either LSTM or GRU
with 32 units each), a Flatten layer, a Dense layer (64 units,
ReLU activation), and a Softmax output layer with 2 units
for the 2 classes in our classification task. Batch Normaliza-
tion helps to increase the speed and stability of deep networks
by normalizing the previous layer with re-centering and re-
scaling. Using a Dropout layer is a popular regularization
technique to reduce overfitting by reducing a set percentage
of random neurons and preventing significant dependency on
more activated neurons.



Fig. 6. Performance of the CNN Model. LEFT: train-
ing/testing accuracy. MIDDLE: training/testing loss. RIGHT:
training/testing FN performance.

Fig. 7. Performance of the CRNN Model – GRU units.
LEFT: training/testing accuracy. MIDDLE: training/testing
loss. RIGHT: training/testing FN performance.

4. EXPERIMENTS AND RESULTS

4.1. Training Parameters

For training, we fixed certain hyper-parameters for the pur-
poses of comparing each model. Each model was trained us-
ing the ‘Adam’ optimizer with a learning rate of 0.001 and
a batch size of 128. The choice of these hyperparameters
was somewhat arbitrary, we wanted to ensure sufficient per-
formance without taking up too much GPU resources.

To compare performance across the models, each of
model was trained for 150 epochs on a 75%/25% train-
ing/testing dataset split. At each epoch for both training and
testing, the loss, accuracy, and FN results were recorded. The
discussion that follow provides the insight into the simulation
result.

4.2. Simulation Results

Fig. 6 shows the result of the CNN model. Fig. 7 shows
the result of the CRNN model, where GRU cells are used as
the recurrent layers. Fig. 8 shows the result of the CRNN
model, where LSTM cells are used as the recurrent layers.
For each of the figures, the left graph plots the model training
and testing accuracy curves, the middle graph plots the model
training and testing loss curves, and the right graph plots the
model training and testing FN performance metric.

Immediately, it is noticeable that the models are overfit-
ting to the data. As the number of epochs increase, the train-
ing loss decreases, and the testing loss increases, which is
a clear indication of overfitting. Some possible way to tackle
this issue is to either simplify our model, so that it is less com-
plex, add some randomness to the model, or add more train-

Fig. 8. Performance of the CRNN Model – LSTM units.
LEFT: training/testing accuracy. MIDDLE: training/testing
loss. RIGHT: training/testing FN performance.

ing data. Adding any additional layers to the model would
increase the latency for real-time classification. Additionally,
all the models are already small enough that simplifying fur-
ther would remove any need for a deep neural network. With
that, the optimal choice here would be to obtain more data
(e.g. with data augmentation) to improve model generaliza-
tion.

Looking at the FN plots, the CRNN models outperform
the CNN models, with the LSTM units outperforming the
GRU units. We notice, however, that for the CNN model,
there is a spike in the FN plot at around epoch 50. In con-
junction with the decrease in training and testing accuracy,
this spike is justified for an increase in FN results. It is possi-
ble that the model transitioned between local optima around
epoch 50, and as a result, we see a spike in FN.

Looking at the accuracy plots, the CRNN models also
outperform the CNN models. Testing accuracy approaches
a horizontal asymptote around the 80% mark, which is not
state-of-the-art results but sufficient to get started with KWS.
Additionally, asymptotic behavior is attained after about 50
epochs of training, which further explains the spike in FN for
the CNN model around the same occasion.

5. CONCLUSION REMARK AND FUTURE WORK

In this project, we developed several deep learning models
for the audio classification task of cough and sneeze detec-
tion. We observed that the CRNN model provides sufficient
results to get started with a KWS system. The small-scale
CRNN model with low parameter count is ideal for a low-
latency real-time detection system for mobile applications. It
will be interesting to see how the performance of the model
improve if there is some sort of reverse anomaly detection be-
fore passing in the audio samples to the classification model.
This is so that, as new data comes in, it goes though an au-
toencoder to validate if the data is a cough or sneeze sample,
and then it would get classified as either a cough or sneeze
sample with the CRNN model.
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Replies to critical reviews 
 
Critical review from team 34 

Their review:​ It will be better if telling about what are the main differences, or possible 
improvement, compared with what Google already does. 

Our response:​ It is a good suggestion that we can compare and improve upon the already 
implemented methods done by Google. Due to time constraints, we focused mainly on going 
straight to developing the good results shared in the main paper we are following. 
 

Their review:​ Maybe by showing that the none-deep learning models works not as good 
as deep learning models is a better way to proof this idea. 

Our response:​ It is a good suggestion that we can compare with non-deep learning 
models. Due to time constraints, we focused mainly on going straight to developing our deep 
learning models as opposed to developing/testing non-deep learning models. 
 

Their review:​ It will be better if talking more details about what the spectrogram graphs 
hint us or what the properties of these audio graphs. 

Our response:​ This is a good suggestion, we agree that we did not expand too much on 
why we used the feature extraction method we chose, mainly due to time constraints of the 
presentation time. However, we took the suggestions to expand on why PCEN mel-frequency 
spectrogram is a good feature extraction method to use for our task in the final paper. 
 

Their review:​ Maybe it will be good if talking more about why use these different layers, 
or why use two RNN layers instead only one RNN layer. 

Our response:​ This is a good suggestion to expand on why we use the different RNN 
layers and why we used two RNN layers vs. only one RNN layer. The main reason is that we are 
reimplementing the results of the main paper we are following, which obtained best results with 
LSTM and GRU layers along with two RNN layers vs. only one RNN layer. We take this 
suggestion and expand on this for the final paper. 
 
 
 
 
 
 
  



Critical review from team 54 
Their review:​ Why is PCEN the right choice? We hold the belief that more comparison 

should be made to prove that the feature is valuable for this project. 
Our response:​ In all the literature we reviewed, the majority of them used PCEN 

Mel-spectrogram as features, as it outperformed any other feature extraction method. It is correct 
to say that more comparison should be made, however, due to time constraints we were unable to 
test on other feature extraction methods and used their results as given. 
 

Their review:​ false-negative exhibits a strange peek around 50 epochs and this trend 
could also be found in the other two figures. But it seems that the speaker ignored the 
phenomenon and trained 100 epochs. The loss of the test is much higher than that of train data. 
But the speaker failed to explain the gap between training data and testing data. 

Our response: ​It is true that there were peeks around 50 epochs, we had to ensure that the 
model had the opportunity to flatten out over time. The extra 100 epochs were there to ensure 
just that. Although it was briefly mentioned in the presentation that the loss of the test is much 
higher than that of the training data is due to overfitting, we should have emphasized the results. 
We’ll take this into account when writing the final report, and ensure the discussion on 
performance emphasizes overfitting.  
 
  



Critical review from team 62 
 

Their review: ​They can use more other NN models rather than just improve the CRNN 
model, which can provide a comparison between the performance of different models. 

Our response: ​Yes, most definitely we could have worked on more NN models and it 
would have given us more models to compare performance with but due to time constraints we 
couldn't. We were towards the end trying to focus on future work: live audio feed + "inverse” 
anomaly detection model 

 
Their review: ​Try to take more features of the audio signal into consideration may 

improve the accuracy of the detection. 
Our response: ​We did not want to use too many features in our models, because we 

wanted fast classification of our audio input, but yes accuracy would improve with more 
features. 

 
Their review: ​How do the RNN layers in the CRNN model work? Can you show it by a 

flow chart and explain  
Our response: ​We wanted to go more in depth in the architecture of the CRNN model, 

but did not have enough time in our presentation. 
 
Their review: ​Maybe more details on how KWS on CRNN differs from the traditional 

KWS-HMM.  
Our response: ​Just not enough time in our presentation, but if we did have time, that is 

definitely a good suggestion. 
 
Their review: ​The time of the presentation is a bit too long and exceeds the limit.  
Our response: ​Yes, we were slightly above the limit, next time we will be more efficient 

with the beginning of the presentation. 
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