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ABSTRACT

As COVID-19 spreading rapidly around the world, there is
a huge spike on the needs of pneumonia detection. The tra-
ditional convolutional deep neural network has a very strong
performance but the training time is a huge problem. As a
result, we apply the combination of standard CNN layers and
depthwise separable convolutional layers to shorten the train-
ing process while not sacrificing too much performance. Also
since the training and testing dataset is unbalanced, the eval-
uation of the model will not simply depend on accuracy, the
outcome of the confusion matrix is also quite crucial to the
evaluation of the model.

Index Terms— Convolutional Neural Network, Depth-
wise Separable Convolution, X-ray, COVID-19

1. INTRODUCTION

Chest X-Ray images have long been considered as the most
important criteria for Pneumonia diagnosis. Usually, it re-
quires a very experienced physician to make an accurate diag-
nosis on an X-ray image. Pneumonia is very common around
the world that is mostly caused by the infection of bacteria
or the infection of viruses. As COVID-19 is rapidly spread-
ing around the world, Pneumonia Detection needs to be per-
formed more accurately and more efficiently.

Thus our team decides to develop a classification model
for preliminary diagnosis so that doctors can focus their time
and resources on patients who need more help. Convolutional
neural networks have a very strong performance on image
classification problems and nowadays most of the deep learn-
ing platforms have a very mature system for CNN. Thus our
model will be heavily based on CNN.

However, one of the problems of CNN is training time.
Right now most of the deep neural network relies on the per-
formance of the GPU. In hospitals most of the computers
or medical devices may not have such strong computation
power. Thus our model will not only focus on performance
such as accuracy, but also pay attention to training time and
prediction time and ways to lower the number of parameters
in our model.

To be more specific, our objective is that given a patient’s
X-ray image of lungs, our system will automatically decide
whether this patient has been infected with Pneumonia or not.

More generally this is a binary classification problem related
to images. The input of our model is an image with shape
(224*224*3). We then applied two different models to the
data. The first model is a baseline model consists of stan-
dard convolutional 2d layers combined with pooling layers
and fully connected layers. The second model is a combi-
nation of the standard convolutional 2d layers and depthwise
separable convolutional layers. The output of our model is a
(2*1) matrix indicate whether the result of the input is positive
or negative.

2. RELATED WORK

2.1. VGG16

VGG16 is a novel network architecture with 16 weight lay-
ers and very small convolution filters, which has a perfect
performance on the ImageNet Challenge 2014. In other im-
age recognition dataset, it can also improve the accuracy even
only used as a part of a relatively simple pipelines. Firstly,
VGG16 uses 1 × 1 convolutional filters to transform the in-
put channels, and then padding 1 pixel for 3 × 3. Then they
carry out 5 max-pooling layers[1]. In our network, we use the
first two layers’ weights to accelerate our training process.

2.2. Xception

Xception[2] is a new convolutional neural network architec-
ture based on depthwise separable convolution layers. It is an
extreme version of Inception model with one spatial convo-
lution per output channel of 1 × 1 convolution. This model
performs better than original Inception V3 on a larger dataset.
With Xception module, it can learn much richer represen-
tations of the data using fewer parameters. In conclusion,
this Xception network is a linear stack of depthwise separable
convolution layers with residual connections[2].

2.3. Batch Normalization

Batch normalization[3] is a very important part of deep neu-
ral network, it not only increases the stability of the neural
network, but also makes the training process faster and allow
more activation functions in a deep neural network. Generally
it normalizes the values in the hidden layer to a certain range,
it reduces the amount of correlations between different layers



and allow each layer to train more independently. Batch nor-
malization is usually applied after activation functions, it will
make sure that the value after activation won’t go too high
or too low, thus we can apply higher learning rate to shorten
training process. Moreover, batch normalization provides a
little bit regularization. It is quite similar to the drop-out layer
that it will add some noise to each layer, as a result we can de-
crease the number of drop-out layers in the model given that
drop-out layer will lose some information during the training
process. The following equations illustrate the batch normal-
ization process:

Algorithm 1: Batch Normalizing Transform, ap-
plied to activation x over a mini-batch.[3]

Input: Values of x over a mini-batch: B = {x1...m}
Output: {yi = BNγ,β(xi)}
µB ← 1

m

∑m
i=1 xi

σ2
B ← 1

m

∑m
i=1(xi − µB)2

x̂← xi−µB√
σ2
B+ε

yi ← γx̂i + β ≡ BNγ,β(xi)

3. DATASET AND FEATURES

Chest X-Ray Images dataset is a large scale classification
dataset which consists of 5216 training images among them
3875 are labeled as ”Pneumonia” while the other 1341 are
labeled as ”Normal”. In the testing dataset 624 images are
labeled as ”Pneumonia” and 234 ”Normal” samples. Obvi-
ously, this a unbalanced dataset. If we directly use this dataset
to train our model, the accuracy of our model may be really
high, but its performance will be poor.

Since the dataset is made up of X-ray images from dif-
ferent sources, the size of each image varies from one to the
other. In order to standardize the shape of the input, we resize
all 6074 images to (224,224,3). As we mentioned that the
dataset is unbalanced, in our example samples that are pos-
itive on pneumonia is a lot more than negative samples, so
we apply data augmentation to create some ”fake” negative
samples by applying a series of augmentation methods such
as image rotations, random brightness and flipping (horizon-
tal or vertical). This way the difference between the number
of pneumonia and regular samples will be smaller.

4. MODEL

4.1. Baseline Model

We first try with a very basic CNN model to generally get the
baseline of the problem we are trying to solve. A very ba-
sic model usually is a combination of three different layers:
Convolutional Layers, Pooling Layers and Fully Connected

Fig. 1. Sample images of Chest X-Ray Images dataset

Layers. Our first model is generally three Convolutional Lay-
ers,three pooling layer and two fully connected layers with
the second fully connected layer as the output layer. Between
different convolutional layers we apply ReLU activation func-
tions to add more nonlinearities. Fig. 2 shows the summary
of the baseline model. Finally, in order to prevent overfitting,
we add a drop-out layer to add some noise to the model.

4.2. Using Xception Architecture

Our second model is more robust and sophisticated. We com-
bine the standard CNN architecture in the previous baseline
model with the Xception architecture. One of the major prob-
lems of AI diagnosis is that for some of the hospitals they
don’t have such advanced hardware to train a very sophisti-
cated CNN model. One of the solutions is to develop a model
that is initialized using some pre-trained parameters and have
a structure that requires fewer parameters.

For the first two layers of the model, we apply the standard
2d convolutional layers with the parameters from the VGG16
network. This way the training process will be much faster
compared to random initialization. For the rest of Convo-
lutional Layers, instead of using the more common Conv2D
network, we try with Depthwise Separable Convolutional lay-
ers. One of the biggest advantages of this type of layer is that
it can dramatically decrease the number of computations in
each cycle of the training process while having a richer repre-
sentation of the data samples.

The rest of the model is basically the same as the previous
baseline model, except that we replace drop-out layers with
batch normalization as the latter one will provide regulariza-
tion while not losing too much information. The advantage of
batch normalization was mentioned previously in the Related
work part. Finally, through our experiments we found that the
number of hidden units in the last two fully-connected layers
will have some influences on the final result of our model. We
try with different number of hidden units and found that the



Fig. 2. Baseline Model Architecture

combination of 1024 units followed by 512 units will gener-
ally have a good performance. Fig. 3 generally shows the
summary of our second model.

5. RESULT AND DISCUSSION

After the training and testing processes, we get the accuracy
and loss of each epoch. Fig. 4 shows the accuracy and loss of
baseline model and Fig. 5 shows that of the second model. In
Fig. 4, we know that the basic validation accuracy can reach
0.8125, which is our Xception model’s target.

However, as we mentioned previously, the dataset is un-
balanced, which means even if the model has a really good
performance on loss and accuracy, it may still have a really
poor performance in real-world situation. For example, we
have 100 cases, among them, 95 are positive and 5 of them are
negative. Suppose that we have very naive and stupid model
that classify all the samples are positive, we can still get a
95% accuracy which will have a very poor performance on a
actual testing data. So we should also compare other metrics
like recall and f1-score. These can prove that the second one
has a better performance generally.

Confusion matrix comprises true positive, false positive,
true negative and false negative. In a confusion matrix, the
true positive means that the model correctly predict a sam-
ple that is labeled as positive while similarly true negative

Fig. 3. Using Xception Architecture

indicates that a negative sample is correctly classified. False
positive and false negative are on the opposite side, where
it means that a sample is classified incorrectly as positive or
negative. Recall is the ratio of correctly predicted positive ob-
servations to the all observations in actual class. F1 Score is
the weighted average of Precision and Recall.[4]

The result of our second model is within our expectation,
the recall of the model is 0.99 while the f1-score of the model
is 0.84. The precision of the model is around 0.73. As we can
see the recall is really high but the precision is not as good as
the previous one. There is a trade-off between the recall and
precision, it would require certain actual situation to decide
whether the model needs higher recall or higher precision.



Fig. 4. Accuracy and Loss of Baseline Model Architecture

Fig. 5. Accuracy and Loss of Using Xception Architecture

6. CONCLUSION AND FUTURE WORK

After the presentation, we receive responses from different
groups with valuable questions. Team members of Group 2
indicate that our validation set is too small, since the origi-
nal dataset have split data into these three sets and we didn’t
change it. We may manually split training, testing and vali-
dation sets and retrain this model. Also they mention that we
can change the architecture of model to speed up the train-
ing process, right now we have only explored two different
architectures, in the future we will apply this dataset on more
architectures.

We also receive comments from Group 45, they mention
that we can choose different learning rates and batch sizes.
Tuning the hyper-parameters is definitely a very important
process for deep learning. However, in this current project
we mainly focus on designing model architecture, we will put
more emphasis on hyper-parameters in our future work.

Finally, Group 61 mentions that the validation loss of our
baseline model fluctuates a lot. We guess that this is because

Fig. 6. Confusion Matrix

the size of the validation set is too small. Again as I men-
tioned previously, we will re-shuffle the validation and test
sets and enlarge the size of the samples in the validation set.
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Replies to critical reviews 

Critical review from team 2: 
The topic of Group 70 is selected well. The pneumonia, which is related to Covid-19 is 
the one of the most concerned worldwide topics. The detection of pneumonia, may help 
the countries alleviate the lack of medical resources. From the paper “Xception: Deep 
Learning with Depth Wise Separable Convolutions”, the Xception model they use is 
suitable for this dataset. Xception architecture significantly outperforms inception 
modules on an image classification dataset. The loss of the model on the test set has 
been controlled in the low level and accuracy of the model on the test set is close to 
100%. There are several points to be mention: 
1. However, the validation set they use to validate the model is too small to show 
whether the model is good enough to test it on the test set. 
2. Although the SeperableConv model performs well on the dataset, they should 
train and test more models on the dataset. If they test more models on the 
dataset, they may find some models can be trained faster or some models can 
be tested faster. 
3. Because of the larger amount of CT images, the testing speed of the model is 
also, a very important criterion of model. It will be better to try some other models 
and compare their testing speed in the presentation. 
4. In the introduction, dataset and results part of PowerPoint, some figures are 
without titles and captions. No titles and captions will make audiences confuse 
with the meaning of the figures. 
 
Our response: We may manually split training, testing and validation sets and retrain this model. Also 
they mention that we can change the architecture of model to speed up the training process, right now 
we have only explored two different architectures, in the future we will apply this dataset on more 
architectures. 
 
 
Critical review from team 45: 
Some improvements/unclear: 
More details about the literature review would be better. Have you done some research on how others 
solve this problem? 
We have noticed that your dataset is highly unbalanced, try to find a larger dataset or use data 
augmentation may help. 
How did you choose hyperparameters, such as the learning rate and batch size?  
Trying more binary classification metrics like F1 score, ROC AUC would be better. 
 
Our response: Tuning the hyper-parameters is definitely a very important process for deep learning. 
However, in this current project we mainly focus on designing model architecture, we will put more 
emphasis on hyper-parameters in our future work. 
 
Critical review from team 61: 
This presentation has a clear introduction to the topics, including why it is interesting 
and how the team is going to preprocess the data and solve the problem. In the model 
part, it is great to see the comparison of two deep learning models, the reason why 



there is a need for the advanced model, and the functions of different layers. The use of 
a depth wise separable convolutional layer is quite impressive.  The overall presentation 
is easy to follow and understand. 
 
Some improvements: 
- It would be better if you could switch the position of “testing” and “validation” in 
the 11th slide because generally, the order of using these datasets is training, 
validation, and testing. Also, the validation set needs to be larger, such as 350 
validation and 350 testing. 
- It would be helpful if there is a slide on the literature survey so that the audience 
could have a rough idea of whether there is any related work/approach 
- The plots in the 18th slide: 
- You could write down the model names to make it easier to know which 
model the plot is for. Also, I am not sure how to derive the percentage of 
accuracy from the plot, which is indicated by the presenter. It may help if 
there are some explanations. 
- Could you please explain why the plots of both the training accuracy and 
loss become quite flat after a few epochs. Whereas the validation set 
fluctuates (maybe because of the size of the validation set) 
 
- It would be better if there is more analysis of the results 
- It would be helpful if there is a test result after the comparison of the training and 
validation set 

 
Our response: We guess that this is because the size of the validation set is too small. Again, as I 
mentioned previously, we will re-shuffle the validation and test sets and enlarge the size of the samples 
in the validation set. 


