
    Reply to review 
Q: CNN learns features during the training process, what pre-trained CNN is used and what is the general setup 
of the bottleneck features? It will be better to briefly introduce these before the presentation of the actual code. 
A: We use pre-trained VGG19, Resnet50 and InceptionV3 models and since they are pre-trained based on ImageNet 
dataset with optimal bottleneck features for object classification, we don’t intend to change it. These pre-trained 
models can help detect some low level features like boundaries and edges. 
  
Q: What are the reasons for choosing certain hyperparameters such as the dropout layer? What are the modules 
in Inception V3 are? 
A: Adding the dropout layer at some level can prevent overfitting, for the baseline CNN, we tried to add the dropout 
layer at different levels and compare the performance to find the best one. InceptionV3 is mainly composed of a 
feature extraction with a CNN and a classification aspect with both fully connected and softmax layers. 
  
Q: The Resnet50 is performing extremely poor in this case, is there specific reason for that? What are the 
predictions it made wrong while the rest of the networks were able to be correct? 
A: We highly assume the dataset we chose is not well fit for the RestNet50, so the performance of each model is 
highly dependent on the dataset it works on. By diving into the images in the test set, we found the images with low 
quality such as having more than one cat in a image or with some distractive objects works poorly on the Resnet50. 
  
Q: In the end, the slides mentioned of choosing a simpler model, what problems has model complicity brought in 
the training and prediction process, is there a quantitative comparison with the Naïve CNN? 
A: Compared with the baseline CNN, the increase of model complexity is as follows: VGG > InceptionV3 > RestNet50. 
With more hyperparameters and depths added to a model, the training time can highly increase. 
  
Q: Maybe there is more explanation about the model selection. 
A: We show some details on model advantages in our paper’s methods section. Even though the basic selection criteria 
are based on the model architecture, the same model might have very divergent performance on two different datasets, 
such as dogs and cats. To find the best model, we tried to tune the momentum and learning rate, but with a lack of 
experience in deep learning, it is hard to make an improvement. 
  
Q: And for the graph part, I’m kind of confused about the connection between your test accuracy and your model 
selection. Talk something about your model when demonstrating your results would make your presentation more 
reasonable. 
A: A brief introduction about models are annotated before showing results in our report section. 
  
Q: Why choose these four feature extraction networks? 
A: We show some details on model advantages in our paper’s methods section. 

  
Q: The AP is quite low, need to improve it. 
A: We apply the same models to Stanford Dogs Dataset and it performs pretty well, so we suspect there are some 
issues in our dataset. Details in results section. 
  
Q: You compared cats classification with dogs classification, this doesn’t make sense, because you use quite 
different data whatever quality and numbers, and even different feature extraction. 
A: We use the same model to compare cat breeds prediction accuracy with dog breeds prediction accuracy to verify 
that our model is reasonable to objects classification to some extent, but some other factors lead to bad results in cat 
classification. 
  
Q: You read many references on dogs classification, maybe read more on cats classification. 
A: We try to find out some useful papers working on cat classification but we fails, so we turn to referring dogs 
classification. And cats and dogs are both small size animals, so there exists reference significance. 
  
Q: Compare all four feature extraction networks used, not only two of them. 
A: We gather the prediction results of different models in our paper result section 
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Abstract:  Image Classification is becoming 
increasingly important in the digital world and has 
applications that go far beyond just facial 
recognition for humans. Image Classification, 
especially fine-grained image recognition, has 
important applications in industries ranging from 
social media to marketing to national security. We 
want to work cat breed classification as cats are one 
of the most popular animals in American families, 
and cat classification is a challenging problem as 
certain cat breeds have near identical features or 
differ in color and age. Cat breed identification 
models can be used not only to satisfy our own 
curiosity, but also help predict future behavior, 
match cats to owners, help return lost cats to their 
homes. To accomplish our goal of building a cat 
breed classification model, we use the Kaggle cat 
breed dataset and a variety of transfer learning 
methods, as well as built from scratch CNN model. 
We found that the combination of Vgg19 and 
Resnet50 model performed the best. 
 

I. INTRODUCTION  
 

  In recent years, deep learning has become 
increasingly popular among artificial intelligence. 
Among the considerable rapid improvement of deep 
learning technology, fine-grained classification such 
as animal breed classification and facial recognition is 
highly focused. 
  The goal of our project is to build a fine-grained 
image classification model which classifies cat breeds. 
However, achieving a high level of accuracy is a 
significant challenge due to the large variance in the 
same subcategory (breed) while also having a small 
variance between different subcategories. For example, 
cats of different breeds could share the similar visible 
features such as color and hair, while the same cat 
breeds could differ significantly depending on the age, 
size and color. Therefore, traditional machine learning 
methods such as KNN and decision trees might be 
almost impossible to tackle this type of problem, but 
instead, we need more powerful models such as neural 
networks to extract the detailed features and 
distinguish different cat species.  
    The input to our algorithm is a colorful cat image 
cropping into size 224 * 224. We then use four models 
including the baseline CNN, Resnet50, Inception V3 
and a combination of VGG19 and Resnet50 to output 
a predicted cat category. 

   In the application side, cat classification can help 
both owners and buyers of cats. Knowing the breed, or 
a possible mix of breeds can help to match cats to 
families by identifying breeds with certain personality 
characteristics or physical requirements. Additionally, 
as the field continues to advance, cat classification 
models could help identify and automate the process 
of returning lost cats to their owners through facial 
recognition. 

       II.  Related work 
   With daily increasing demands of fine-grained 
images classification (FGIC) based on computer 
vision, more and more datasets in various categories 
has been created, ranging from Stanford Dogs dataset 
to CalTech-UCSD 200 Birds dataset, and more. 
   Simultaneously, there is an increasing number of 
people exploring methods on how to classify interclass 
objects with subtle difference quickly and accurately. 
Though there is no directly relevant research on cat 
breeds classification, works on dog or bird 
classification could be a reasonable reference due to 
categorical similarity. 
   Scale-invariant feature transform (SIFT) is an 
algorithm focusing on figuring out a key point and its 
descriptor vector to identify the objects. Aditya Khosla 
apply SIFT descriptor to their dog breeds classification 
problem and achieve 22% accuracy under 100 training 
sample per class [3]. And current selective pooling 
vector algorithm that works on Stanford Dogs dataset 
achieves 52% accuracy. Again, SIFT could be used in 
feature extraction to partial localized features, like 
face, eyes and nose, before performing classification 
and the group reaches 67% recognition rate [1] 
   Deep convolution Neural Network is another 
approach widely applied to image classification and it 
has been proved to be one of the most efficient 
algorithms in image classification. Alex Krizhevsky 
achieves top 1 error at 37.5% in the ImageNet 
LSVRC-2010, which contains over 1.2 million images 
in 1000 classes [4]. And with the development of CNN, 
a series of improved algorithms were brought to FGIC, 
such a mixture convolution neural network, R-
CNN, [5-7]. And there is new model proposed in 
recent years called ‘attention model’, which separate 
the classification process into several levels and 
extracts discriminative features based on CNN [8].  
 
        III.  DATASET AND FEATURES  
 

   The data set we chose is the Kaggle cat breed dataset. 
It contains 120,000+ images of catss belonging to 68 



species, divided into 68 folders. The dataset has both 
basic clear pictures of cats, as wells as images with a 
lot of variations, such as cats in advertisement pictures 
and cats with humans. This high inter-class variance 
and low intra-class variance among images makes the 
classification even harder.  
   We did a little bit of Exploratory Data Analysis 
(EDA) to get an overview of the images we were going 
to be working with. We look at the distribution of our 
given data as well as some sample images.

 
Fig. 0. EDA of cat dataset 
 

   In preprocessing, we filter the breed with a few 
images and resize the dataset into 50 categories with 
100 images for each cat breed, choosing randomly. We 
split the training, validation and testing in a ratio of 80: 
20: 20. We use “one hot encoding” to label each cat 
category and convert the images into tensors so that it 
can be easily fed into the models.  
  To help build powerful image classifier, we use data 
augmentation to perform random cropping, rotation, 
and flipping on the images. Beside, we normalize the 
RGB values of each pixel with the means of 0.485, 
0.456, 0.406 and the standard deviations of 0.229, 
0.224, 0.225. In addition, we standardize the sizes of 
all images to align with the input size of each model 
we are trying to test (224 by 224 for ResNet and VGG 
and 299 by 299 for Inception) 

 
Fig. 1. Data augmentation 

 
 
 

IV. METHODS    

  We build a simple Convolutional Neural Network 
(CNN) as the baseline and use transfer learning on the 
pre-trained models of VGG19, Inception V3, and 
ResNet50.  
Transfer learning 
   Transfer learning uses previously gained knowledge 
to solve another problem and applies it to a different 
but related problem. The main advantage of it is it can 
save time and computing resources significantly. If we 
have significantly more data for task T1, we may 
utilize its learning, and generalize this knowledge 
(features, weights) for task T2 (which has significantly 
less data). In our cat breed classification problem, 
certain low-level features, such as edges and boundary 
can be shared, and thus enable knowledge transfer 
among tasks. Therefore, we can reuse the weights and 
biases from previously trained model on our dataset. 
In addition, it dramatically shortens the training time 
since we don’t have to find the features from the 
scratch. 
 

A. Baseline CNN 
   Baseline CNN is constructed with five convolution 
layers with Batch Normalization, followed by max 
pooling. The kernel size for each convolution layer is 
3x3 with padding of one. In the end, it has two fully 
connected layers, each with input and output size of 
12544 by 512 and 512 by 120. Each fully connected 
layer is followed by a dropout layer to prevent 
overfitting. For prediction, we applied a softmax layer 
to classify the cat breed on its label. For training, we 
use Cross Entropy Loss as the loss function, as well as 
Statistical Gradient Descent as the Optimizer. We 
want the five convolution layers to capture the detailed 
features of various cats and make the correct 
prediction. 
   The activation function Relu is mainly used in our 
model, it defines the relationship between the output 
and the given inputs as follow: 

𝑓 𝑥 = max 0, 𝑥  
  When input a value 𝑥 into neuron node, it will output 
the maximum value between input 𝑥  and 0. The 
application of ReLu function has a better gradient 
propagation compared with sigmoid function, which 
saturates in both directions. 
  The standard softmax function used in our model 
𝜎:	ℝ- → ℝ- is applied to output layer. 

𝜎 𝑧 0 =
𝑒23
𝑒24-

567
	𝑓 

  For 𝑖 = 1, … , 𝐾, we apply the standard exponential 
function to each element 𝑧0 of the input vector 𝒛 and 
normalize these values by dividing by the sum of all 
these exponentials; the function ensures each output 
component will be in the interval (0,1), and the sum of 
components will be 1. 



  The property of softmax function matches well with 
our classification purpose. At the output layers, each 
node gives a value in the interval (0,1) corresponding 
with the prediction possibility of each class. 

   
Fig. 2.  Baseline CNN 
 

B. VGG16 
  VGG16 makes the improvement over AlexNet by 
replacing large kernel-sized filter (11 and 5 in the first 
and second conv layer) with multiple 3X3 kernel-sized 
filters one after another. With a given receptive field, 
multiple stacked smaller size kernel is better than the 
one with a larger size kernel because multiple non-
linear layers increases the depth of the network which 
enables it to learn more complex features, and that too 
at a lower cost.  
  The structure of VGG16 contains 16 convolution 
layers, 5 max pooling layers and 3 fully connected 
layers. ReLu function is act as activation function for 
each convolution layer and fully connected layer, 
except the last layer. The last layer in the model is a 
fully connected layer with softmax function. 

          
Fig. 3. VGG16 
 

B. Inception-v3  
   Even though VGG achieves a phenomenal accuracy 
on ImageNet dataset, its deployment is problematic 
because of huge computational requirements. It 
becomes inefficient due to large width of 
convolutional layers. So we tries InceptionV3 to 
improve the training efficiency. 
    Inception V3 model contains 47 layers, and it is 
mainly divided into two parts, feature extraction with 
a CNN and a classification aspect with both fully 
connected and softmax layers. Some major techniques 
used in Inception V3 are factorizing convolutions, 
which aims at reducing the number of connections 
without decreasing the network efficiency, and 
auxiliary classifiers is used as regularizer. 

       
   Fig. 4. Inception-v3  
 
C. ResNet50 
   ResNet50 is a fast-trained deep neural network. One 
of the problems ResNets solve the vanishing gradient 
problem by applying skip connection architecture. 
When the network is too deep, the gradients from 
where the loss function is calculated easily shrink to 
zero after several applications of the chain rule.  This 
result on the weights never updating its values and 
therefore, no learning is being performed.  With 
Resnets, the gradients can flow directly through the 
skip connections backwards from later layers to initial 
filters.  
   ResNet50 contains 50 convolutional layers, and its 
architecture is the repeat of the identity block and 
convolution block. The identity block is a standard 
unit with skip connection ‘skip over’ every 2 
convolution layers and it corresponds to the case 
where input dimension match output dimension. 

 
Fig. 5. Resnet50  

 
   V. EXPERIMENTS AND RESULTS      

  For our models, we consider optimizer learning rate, 
batch size, dropout rate as adjustable hyper-parameters.    
  Finally, the optimal learning rate is set to 0.001 to 
avoid skipping global minimal and trap in local 
minimum. Batch size is set to 8 to fit the memory of 
the server. And dropout ratio is set between 0.2~0.5, 
in which value a distinct divergence between train loss 
and validation loss is not observable. 

 
Fig. 6. Prediction Accuracy on Test Set 

 

   As the table shows above, we find that InceptionV3 
and combination of VGG 19 and Resnet50 work the 
best, and their validation accuracy reaches over 20%. 
  The following part would show the result of the four 
models we choose. As the table shows above, we could 
easily find that inception V3 and combination of VGG 



19 and Resnet50 work the best, and their validation 
accuracy reaches over 20%. 
  For the first result, the model we test is baseline CNN 
with 16 layers. The final test accuracy we got is 7%. 
As we could see from the accuracy figure, accuracy 
increases from 1% to 7%. However, we are not 
satisfied with this result, and we trained more complex 
models to improve the prediction accuracy. 
  Secondly, the model we trained is Resnet50. 
However, surprisingly, the result is really bad. Test 
accuracy is only 1.6%. If we look at the accuracy 
figure, we could find the training accuracy is 
increasing while the validation accuracy is fluctuating 
around 1.6% 
   The third model is inceptionV3. The result of this 
model is much better than the other relatively easy 
model before. The test accuracy reaches 21%. In 
addition, the accuracy curve on the right hand side is 
still reasonable. Basically, the validation accuracy 
increases with the training accuracy at the same time. 
There is a slight drop down when the epochs are over 
15 times. While in summary, the result of this model 
is good. 
   Finally, we test the combining model of VGG 19 and 
Resnet50. The result is the best so far. The test 
accuracy we got is 23.5%. However, when the same 
model is applied to detect another Stanford dog dataset, 
the result is much better. It reaches 81%. We make lots 
of adjustments to the models above, while 23.5% is 
still the highest we got. Thus, we began to think about 
the problem brought by the dataset. 

 
Fig. 7. Validation and Loss via #Epochs 

 

. 

       
         Fig 8. Confusion matrix on test set of InceptionV3 

 

  From the above confusion matrix of InceptionV3, we 
can observe those red grids not lining in diagonal 
representing the misprediction are commonly seen. By 
extracting images from the two cat breeds, we find 
their high similarities in color and shape, which can 
explain the misprediction. 
  To further analyze the test dataset, we find that some 
cats are correctly predicted to have strong features 
such as their face shape and eye colors. Meanwhile, a 
high percentage of the test images are in super low 
quality. This is because the data collection by Kaggle 
cat breed dataset is automatically generated, and there 
is no manual filtering of bad images. For example, 
some images contain more than one cat, some do not 
have a clear cat object on the images, and some cats 
are even miscategorized. All these can bring a huge 
impact on the classification result.  

 
           Fig. 9. Misprediciton analysis  
 
     VI. CONCLUSION  

 

   In our project, we apply transfer learning to identify 
50 cat breeds but achieve an unsatisfying result on the 
test dataset around 20% accuracy. The low prediction 
accuracy is mainly due to the unbalanced cat dataset 
and the low quality images. 
  We testify the performance of a variety of transfer 
learning models, tune the parameters like the learning 
rate to find the best model with the highest validation 
accuracy, and plot the loss and accuracy graph and 
confusion matrix. Based on our experiments and 
analysis, we conclude that InceptionV3 and 
VGG19+Resnet50 give the best performance, and all 
transfer learning models perform significantly better 
than the baseline CNN model because most of the low 
level features are already obtained in the pre-trained 
model.  
   For future work, we plan to spend more effort in 
dataset selection and data cleaning to avoid 
imbalanced data and low-quality images, as well as 
improve the data flexibility. Moreover, we want to 
figure out hyper-parameter tuning pipeline and a better 
model selection process, we also plan to try other deep 
learning framework and other models with a change in 
complexity. 
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