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Abstract— In the past few months, COVID-19 has affected
almost all the countries and territories in the world. With more
researches being conducted on COVID-19, it has been shown that
the lung abnormality could be found even on asymptomatic
patients in their radiography examinations, including X-rays and
CT scans. Compared to CT scans, X-rays are more economic and
accessible and thus, more widely used. Thus, in this paper, we aim
to develop a deep learning model to detect the lung abnormality in
X-rays images. We apply the method of transfer learning and
implement two pretrained models, VGG19 and DenseNet-121.
Our results show an accuracy rate of 90.8% for the VGG19 model
and 91.7% for the DenseNet-121 model.

INTRODUCTION

Coronavirus Disease 2019 (COVID-19) is a pneumonia caused
by a novel coronavirus, named as severe acute respiratory
syndrome coronavirus 2 (SARS-CoV-2). In the past 6 months,
to the date COVID-19 has caused 423,349 deaths and over 7.5
million cases in 216 countries, areas or territories®. To control
the transmission of the virus, one critical measure is the
availability to rapidly identify the patients through screening
[1]. While serving as a main testing method, reverse
transcriptase-polymerase chain reaction (RT-PCR) testing, a
test to detect the RNA of SARS-CoV-2 through the respiratory
specimens [2], is in shortage and lacks the ability to triage [3]
An alternative screening method is through radiography
examination, including CT scans and X-rays, as the study [4]
shows that specific abnormality can be found in COVID-19
patients' chest X-ray images. Compared to CT-scan equipment,
X-ray equipment are readily installed in more healthcare system
and is more economic, and therefore, more accessible,
especially in developing countries [5]. Also, the availability of
portable X-ray devices may also become an asset in selected
populations, such as patients in isolation room [6].

Even with these advantages of using X-ray screening,
radiologists face a big bottleneck--in the X-ray images of
COVID-19, the visual indicators are very subtle. For instance,
in Figure 1, it is very difficult to distinguish between the
COVID-19 ones and the normal (healthy) ones. To aid the
radiologists to have a rapid and accurate interpretation of the X-
ray images, we seek to build a deep learning model to capture
those subtle visual differences. Our models take the chest X-ray
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images of normal ones and COVID-19 infection ones as input.
Then we use a convolutional neural network to output a
predicted chest type, normal or COVID-19 infected.

I. RELATED WORK

There is a number of research studies that have been done in the
detection of COVID-19 X-ray images. The papers that we have
studied all apply a convolutional neural network (CNN) for
image classification but with different architectures. Wang et al
[5] propose a CNN called COVID-Net. The network uses a
human-machine collaborative design strategy, in which a
human-driven network design prototype is followed by a
machine-driven design exploration stage. The network uses a
lightweight residual projection-expansion-projection-extension
(PEPX) design pattern. In the work of Zhang et al [7], a
backbone network is proposed, a model consisting of three
stages: backbone for high-level features extraction,
classification head for image classification, and anomaly
detection head stage for anomaly image detection. Many of
other studies experiment on fine-tuned models of existing CNN.
Farooq et al [8] have worked on a framework of fine-tuning
ResNet-50. Makris et al [9] have developed a fine-tuned model
based on VGG16. In the work of Hemdan et al [10], the authors
have compared different networks, such as DenseNet-201,
MobileNetV2, Xception and so on.

The network proposed by Wang et al [5] stands out. Not only
because the proposed network has a relatively high accuracy
rate, but also the idea of collaborating human-driven and
machine-driven has updated our knowledge of deep learning.
The work by Hedman et al [10] also sheds light on which
existing CNN could have a better performance in the detection
of COVID-19 X-ray images. Such detailed comparisons among
seven CNN’s do not exist in the other papers.

Il. DATASET

The dataset in the work contains 555 chest X-rays images, of
which 181 are COVID-19 infection cases, labeled as positive,
and 364 are normal cases, labeled as negative. These images
can be found at the Github repository?. To have a model that
performs well for future COVID-19 detection, the dataset is
split into a training set, a validation set, and a test set. The size
of each of these sets is shown in Table 1.
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Final Negative | Total
dataset
364 555

Dataset 181

Train 111 237 348
Validation 34 54 88
Test 36 73 109

Table 1 Dataset Splitting Overview

Although the images in the dataset come from one Github
repository, they are collected from different sources. Thus, the
resolutions of these images are not consistent. For example,
some have a resolution of 1094 x 1163 x 3, while others have a
resolution of 2048 x 2500 x 3. To fit in the models, all the
images are resized to 512 x 512 x 3 before the modeling stage.

Covid-19 Covid-19

_ Covid-19

Figure 1 Examples of Dataset: COVID-19 Chest & Normal Chest

To increase the diversity of the data, data augmentation is
applied to the training dataset. The transformation to the images
in this work includes15 degree rotation, 0.05 zoom, 0.1 width
and height shift and 0.05 shear. The transformation is achieved
with Keras ImageDataGenerator [11].

As observed in table 1, the number of negative cases is
around two times as many as the positive ones. Such data
imbalance may cause classification problems. Therefore, after
computing the class weights, we adjust those weights to handle
the biased frequency.

Thanks to the effort by Cohen et al [3], the dataset in this work
is collected to allow the accessibility of the general public to the
COVID-19 X-ray images. With these images, one can work on
not only the detection of COVID-19 infection, but also the
detection of the infection severity. For instance, one could
create a scoring system, such as 1 to 10, and assign to the
corresponding images. However, due to a lack of professional
knowledge of the severity levels and limited related researches
we choose to work on the detection of the COVID-19 infection.

1. METHODS

We use convolutional neural networks (CNN) as our primary
model. CNN is a deep learning network model that performs
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well on image classification. There exist different architectures
of CNN for different purposes. For the purpose of detecting
COVID-19, we choose Visual Geometry Group (VGG) network
and Densely Connected Convolutional Networks (DenseNet).

A. VGG

The VGG network was first proposed by Simonyan and
Zisserman [12]. The model performs very well on image
classification. It achieves 92.7% test accuracy in ImageNet,
which is a dataset of more than 14 million images of 1000
classes. It is used as a good classification architecture for many
other datasets as well. The authors made the models available to
the public so the models can be directly used or modified for
other similar tasks.

The VGG network was developed over AlexNet by
replacing 11x11 filters with 3x3 filters in order to improve
image extraction functionality. There are different versions of
VGG networks, namely VGG19 and VGG16. Compared to
VGG16, VGG19 has more layers and a larger number of
parameters and thus, is more computationally expensive in
network training. Thus, we choose VGG19 to detect COVID-
19. The architecture of VGG19 network is shown in Figure 2
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Figure 2 The architecture of VGG19*

The VGG network uses very small receptive fields (3x3) as
convolutional layers. There are also 1x1 convolution filters that
act as a linear transformation of the input, followed by a ReLLU
unit. The network has three fully-connected layers, of which the
first two have 4096 channels each and the third has 1000
channels, 1 for each class.

B. DenseNet

DenseNet was introduced by Huang and Lu [13]. The
network was specifically designed to improve the declined
accuracy caused by the vanishing gradient in high-level neural
networks. It aims to alleviate the problem that many of the layers
in high-layer networks are redundant by densely connecting all
the layers, which means that each layer receives inputs from all
the preceding layers and passes its own information to all the
subsequent layers. In this way, the final output layer receives
direct information from every preceding layer, including the
very first layer. This design significantly improves information
flow and gradients throughout the network.

As an example, illustrated in Figure 3, inside this 5-layers
DenseNet block, the output of each layer is connected to all the
following layers. This concatenation structure in DenseNet not



only alleviates the wvanishing gradient problem but also
strengthens feature propagation. These properties are also the
reason why we choose this network.

Figure 3 Structure of a DenseNet block®

DenseNet has different versions, such as, DenseNet-121,
DenseNet-160, DenseNet-201, etc.., with the number indicating
the number of layers. In our work, we choose DenseNet-121.

C. Our Model

Although VGG and DenseNet are both well designed for
image recognition, they require a large data size to have a good
training performance. However, with a limited data source that
we could access, our dataset is not big enough for these models
to learn all the details needed to detect COVID-19. Therefore,
we decide to use the method of transfer learning.

Transfer learning makes use of the knowledge gained in the
process of solving other problems to solve the current problem.
Specifically, we would reuse the model that is developed or
trained for other tasks or datasets to accomplish our task. For
example, a network that is pretrained on some larger datasets,
e.g. ImageNet datasets, would have already learned how to
recognize the trivial shapes and small parts of different objects
in its initial layers. If we apply transfer learning by using such a
pretrained network, we could get a well-trained model by simply
adding a few dense layers at the end of the pretrained network,
as shown in Figure 4. Then we could explore how the
combinations of these already learned features could help with
the recognitions of the objects in our new dataset. This approach
could allow us to have a better-performed model. Moreover, by
using transfer learning, we do not have the need of either an
extremely large dataset for training or much computational
power for our project.

IV. EXPERIMENT

A. Experimental setting:

The hyperparameters of all the models in our study are a
learning rate of e~3, a batch size of 15, epochs of 100. All the
deep learning models are trained using Adam to achieve good
converge and save running time.
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Figure 4 Architecture of Our Models

B. Metrics

We applied several metrics to measure the performance of
our models on the COVID-19 X-ray images detection. First, we
computed the confusion matrix, including four estimators: true
positive (TP), false positive (FP), true negative (TN), and false
negative (FN), shown in Table 2. TP is the number of abnormal
samples detected by the model; FP is the number of normal
samples wrongly diagnosed as abnormal; TN is the number of
normal samples incorrectly tested; FN is the number of
anomalies not detected by the model.

Predicted Negative
False Negative (FN)
True Negative (TN)

Predicted Positive
True Positive (TP)
False Positive (FP)

Actual Positive

Actual Negative

Table 2 Confusion Matrix

Based on the confusion matrix, we computed the following
performance metrics:

Accuracy: a right prediction’s rate, served as the decisive
metrics of our evaluation.

4 B TP + FP
Uy = TP Y FP + TN + FN

Precision: a ratio between TP samples and all the predicted

positive samples:

TP

TP + FP
Recall: a ratio between TP samples and all the positive

samples.

Precision =

TP

Recall = TP+—FN

C. Evaluation

From Figure 5 to Figure 8, we could observe how each model
performs during the training process. It could be seen that the
performance of the non-pretrained VGG-19 model (blue and
orange) fluctuates a lot during the 100 epochs. This is possibly
because of the limitation of our dataset. Compared to the non-
pretrained VGG-19 model, the pretrained VGG-19 (green and
red) and the pretrained-DenseNet121 (light purple and light
brown) have more steady performance, higher accuracy, better
precision and recall. Here we attach great importance to the
recall value because in the context of a disease detection, FN is
more harmful, compared to FP. FP means that a normal case is
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mistakenly diagnosed as abnormal, but this mistake would be
found in further examinations. However, FN means that a
COVID-19 patient is being undetected. Such error may
endanger the life of that patient.
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Figure 8 Training Precision-Epoch

We run pretrained VGG-19 and DenseNet121 models on our
test set, with the performance shown in Table 3. Both pretrained
models have good performance. They both have a recall value
of 91.7%. The pretrained DenseNet121 has a better performance.
It reaches an accuracy rate of 91.7%.

Test Performance | Accuracy Precision Recall
VGG-19 90.8% 82.5% 91.7%
DenseNet121 91.7% 84.6% 91.7%

Table 3 Test Performance of Pretrained Models
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Figure 9 Confusion Matrix of Pretrained-VGG19
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Figure 10 Confusion Matrix of Pretrained-VGG19

V. CONCLUTIONS

In this work, we implement deep learning classifiers by
using CNN to automate the detection of COVID-19 in X-ray
images. Transfer learning enables us to develop well-performed
models, even with a relatively small dataset. The result of our
work verifies that the pretrained VGG-19 and the pretrained
DenseNet121 have the best performance. The pretrained
models capture the subtle image features on its initial layers. In
future work, we would like to improve the recall value of our
models, try some other cost-effective models, such as
MobileNetV2, and experiment on various learning rates.
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INDIVIDUAL CONTRIBUTIONS
Meihan Zheng:

She investigated proper dataset and performed X-ray image data preprocessing for model training, validation and test,
and implemented the non-pretrained VGG19 baseline model. Then she designed the experiment, tested performance of
different models, generated several tables and graphs to express and visualize the final results of the experiment.

She also introduced the source code we used in the presentation video and finished the experiment section of the final
report

Zhi Fang:

He investigated different deep learning models for image classification and finished the project abstract report as well as
project progress report. Then, he implemented the pretrained models of VGG19 and DenseNet. He also introduced the
models we used in the presentation video and finished the method section of the final report.

Xintong Zhou:

She searched for the related work and studied the backgrounds and methods in those works. She also investigated
possible datsets and the feasibility of fitting the datasets in the models. In the project presentation, she introduced the
parts of background, literature survey, the reasons of using deep learning model and dataset. In this final report paper,
she worked on the sections of abstract, introduction, related work and dataset. She also proofread and edited the whole

paper.



REPLIES TO CRITICAL REVIEWS
Critical review from team 2:

Group 61 implements a bi-label classifier to detect COVID-19 symptoms using X-rays. The input is the chest X-ray scans from
normal and COVID-19 categories, the output is whether the sample is diseased. They consider two published deep neural network
models, VGG and denseNet, as their project basis and thus develop 2 new pretrained models respectively transferred learning
from VGG19 and denseNet121. The video demo shows all three models clearly and logically. In summary the work goes well and
meaningful, but there are several points to mention:

Thank group 2 for their review and suggestions.

1. The accuracy rates for both pretrained VGG19 and denseNet121 are quite high and good. However, as mentioned in the
video that recall is much more important, is there any other method or optimization to further improve the recall (besides
enlarging the training data set size)? Currently 1 out of 10 people will be expected to be missed for diagnosis if Group
61’s model is applied in real life.

The optimization of recall rate actually can be the next step to improve the model. However, the recall rate that we got is
good among all the relevant work on COVID-19, since COVID-19 has not been studied for a long time.

2. Inthe part of results, VGG19 and two self-desighed models are presented, while it seems denseNet121 is not realized
and experimented. The reason for this point is not clearly illustrated and thus it’s hard for the group or audience to make
promising assessments about the pre-trained denseNet121 without comparison.

The reason that we implement VGG19 and compare it with our pretrained VGG19 is to explain the advantages of using
transfer learning. Since it has been fully shown in our result, we do not think it is necessary to implement DenseNet121.

3. In the literature survey, Group 61 also shows other models they didn’t carry out in this project, such as Xception and
Inception. Thus, is there any practical usage of these architectures in the design of 2 pretrained models?
The Xception and Inception has been explored in other research but did not get as good performance as VGG and
DenseNet. Therefore, we mainly choose VGG and DenseNet for our project. Therefore, we mainly choose VGG and
DenseNet for our project.

4. The codes shown in the demo are quite functional and include a series of comprehensive sections like background check,
sample display, etc. One small question is about the weight setting in training: COVID-19 and normal samples are not
equally distributed, which implies the importance of weight balancing, while there lack some more description about the
weight calculation. (For example, since we emphasize more on COVID-19, how to determine how much weight we need
to increase for COVID-19 cases?) Hope the weight setting will be discussed further in the paper or in the group’s future
work
We actually do implement weight balancing in our code and simply introduce it in the video presentation.

Critical review from team 45:

This group have chosen a hot topic in 2020, detecting COVID-19 using X-ray images. Interpreting chest X-ray images and make
the correct diagnoses have a significant impact on potential patients.

During the presentation, the group clearly explained their dataset. Give a brief and insightful introduction of VGG and DenseNet.
And then explain how they design their models by transfer learning. Concerning results, they have used vivid loss curve, accuracy
vs epoch curve, recall vs epoch curve, precision vs epoch curve, confusion matrix to display how different model performs
differently.

In a word, their research is thorough, and their model does show impressive classification ability.

Thanks

Some improvements/unclear:
1. You can use some charts, tables to prove how COVID-19 negatively influence people worldwide. This step can
powerfully convince the reader of the meaning of your work.
COVID-19’s influence is pretty well-known, and the background part will be too long if we add these contents.

2. We have noticed that your dataset size may limit your model performance, you can use data augmentation like geometric
transformations and up-sampling to expand the size of your training dataset.
Actually, we did implement image augmentation, but the dataset is still far from being big enough to train a complex
deep CNN model.



Can you provide detailed training procedures and related parameters, such as the learning rate, the optimizer you used,
the batch size

About the absence of detailed hyperparameters introduction in the presentation, we tuned the hyperparameters of the
models during validation process, but we didn’t elaborate all the details about the process due to time constrains, and we
will introduce the exact hyperparameter choices and reason in our final report.

According to our group’s literature review, AUC is the popular metric used in the biomedical fields. You can also
incorporate AUC to evaluate your trained model.
Great advice, we will further try to use this metric to evaluate our model.

The training loss curves are decaying, but are you going to try a lower learning rate to reduce the fluctuations of the loss
curves?
Unfortunately, we did not have adequate time to experiment on this. We will definitely try it in our future work.

If overfitting did occur during the training process, have you tried you use some techniques to reduce the overfitting?
We didn’t see obvious overfitting problems in our results.

Thanks for your group’s effort, it was a pleasure to watch your presentation and learn from your experience!

Critical review from team 70:

The speaker talks fluently and clearly, which helps the audience to capture the key points of the presentation.

The group overcame the difficulties brought by their limited dataset by transfer learning, using some pre-trained layers of VGG
and DenseNet. Also, they built 2 different models to compare their performance on the same dataset, which contributes to finding
the better model that addresses the Cov-19 detection problem

Thank you for recognizing our work!

1

The figures of the accuracy and loss of their different models could be arranged more logically, since piling them up in
one figure may lead to confusion and make the audience misread the key observations that the group has made.

Thank you for the suggestion. The figure of the accuracy and loss is used for the main purpose of comparison. Our
emphasis is to compare the general trend of each models. We have included which colors each model have in the plots
when discussing the the performance of those models in this paper.

Some slides are too full with words and paragraphs, which could be replaced by several bullet points. In this way, the
slides would look more clear and concise.
Thank you for the suggestion. We will definitely work on this in our future presentations!



