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ABSTRACT

In this report we present our methodology and results on us-
ing deep learning to assist in classification of birds by their
sounds. This is a topic of high importance, as birds are strong
indicators for the health of an ecosystem. We performed Ran-
dom Forest Classification and adapted six CNN models from
literature on a dataset of 10 birds that we composed from
xeno-canto.org. We found that one of our random forest im-
plementations achieved the highest accuracy at around 65%,
and our best CNN model at about 58%.

1. INTRODUCTION

Identifying bird species from audio recordings is a challeng-
ing field of research. Many researchers prefer to classify birds
via audio rather than images because it is not always easy to
capture images while their audio is usually detectable. While
noise in the audio can be an issue, audio signals provide much
more information about a bird, as it can be further classified
into songs, calls, and sounds. Having this extra set of classifi-
cations also makes identifying birds that much more difficult.
The frequency range and volume level within a single bird can
be very dynamic. Bird watching and recording is highly pop-
ular for amateurs and scientists, especially in matters involv-
ing conservation status. Therefore by being able to improve
audio classification on birds, this would assist researchers in
understanding certain species and the environments they live
in better.

In this project, the input to our algorithm is a bird record-
ing audio file (.mp3) which we then convert to spectrogram,
mel-spectrogram, and MFCC (Mel Frequency Cepstral Coef-
ficients) images. For one model, we go a step further and take
the mean value of each image. We use a Random Forest (RF)
Classifier and multiple CNN models to output a prediction for
each input file. The prediction is what bird is in each file.

2. RELATED WORK

Here we have listed some of the existing work in two sections:
implementations that didn’t work well, and those that did.

2.1. Unsuccessful attempt using a type of RNN

Bird sound classification using a bidirectional LSTM [1] de-
tails the efforts taken by a bachelor’s thesis to see if LSTM
(a type of RNN) results are comparable to those from CNN,
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specifically by participating in the Bird CLEF challenge (dis-
cussed later). The work notes the little experience with
machine learning, but their results comprehensively show
that the LSTM-network was unable to outperform all other
challenge submissions. Since no one has succeeded in using
RNNSs on the BirdCLEF challenge, we found this work to be
very helpful in guiding us on what not to try initially.

2.2. Successful/promising implementations

Automatic acoustic detection of birds through deep learning:
The first Bird Audio Detection challenge [2] documents tech-
niques and results from a research data challenge proposed
by multiple universities in collaboration with the IEEE Signal
Processing Society on developing robust algorithms in detect-
ing bird sounds. The challenge collected several datasets and
analyzed the machine learning results of its participants in or-
der to find a “general-purpose robust bird detection, agnostic
to any specific application” [2]. Bird Species Identification
using Convolutional Neural Networks, John Martinsson’s
master’s thesis [3], used data from the LifeCLEF 2016 re-
search platform. LifeCLEF serves the scientific community
to improve the identification of several life species by host-
ing many large datasets and challenges where researchers
make use of this data. It is centered on three tasks, one
being BirdCLEF, which is composed of bird audio record-
ings from Xeno-canto [4]. From this thesis, we decided to
gather our data from xeno-canto.org, which is a popular open-
source bird recording website, with over 500,000 recordings
[5]. We liked this source because we could specifically pick
the birds, size, and quality of our data. This thesis worked
towards improving the bird-species classifier that won the
BirdCLEF 2016 identification challenge, so we adapted one
of the models implemented in this thesis. Large-Scale Bird
Sound Classification using Convolutional Neural Networks
[6] by Kahl et. al. also used xeno-canto data, specifically
from the BirdCLEF 2017 challenge, which contains over
36,000 audio recordings, and achieved an accuracy of about
60%. This work implemented a significant amount of data
preprocessing for noise removal, trimming audio, and spec-
trogram feature extraction, which we took as inspiration for
our project. Their results focus on 4 runs, which includes us-
ing a combination of CNN models they developed and even a
dedicated model where they ranked bird species by probabil-
ity of occurrence in June-August. For our work, we adapted
three of their models. Stacked Convolutional and Recurrent
Neural Networks for Bird Audio Detection [7] documents
a successful approach on using the as-titled techniques for



bird call detection. Their best reported “AUC measure on
five cross-validations of the development data is 95.5% and
88.1% on the unseen evaluation data”. This is interesting
when compared to the first related work (which was not suc-
cessful using a type of RNN), and led us to believe that if
given more time to explore RNN implementations, we should
go with a technique similar to this one.

Since we are at the benefit of having all this literature,
our methodology does not follow any one model exactly. We
combined what we noticed as the best approaches to try to
improve on what has been published.

3. DATASET AND FEATURES

3.1. Dataset

Through a Python wrapper from Github [8] we downloaded
our dataset from xeno-canto.org composed of 10 selected
birds (Eurasian Wren, Eurasian Jay, Common Nightingale,
Tawny Owl, House Sparrow, Northern Raven, Spotted Wood-
pecker, Eurasian Skylark, European Robin, Common Black-
bird), with 600 audio files per bird, totalling 6000 data sam-
ples. We chose to limit the number of birds, because we
wanted enough samples per bird (each had at least 600 files
that met our constraints), but did not have the computing
resources to store data for more than 10 birds. Our data pre-
processing began with trimming each sample to have a length
of approximately 10 seconds (waveform length of 227,556),
which we then followed by feature extraction. Before feature
extraction, we attempted noise filtering using both high-pass
and low-pass filters, which involved researching to find the
average frequency of our birds, but found this range to be so
large that applying these filters removed a lot of the necessary
data. Due to this, we decided against noise filtering. We also
wanted to resample our data waveforms but the process took
up too much memory, so we moved on from that as well.

3.2. Feature Extraction

The main features we used were spectrograms, mel - spectro-
grams, and MFCC. A spectrogram is a visual representation
of the frequencies of a signal over time (sample seen in Figure
1). Mel-spectrograms are spectrogram frequencies converted
to the mel scale, and are used to get a perceived scale of the
pitches in the audio in order to have an idea of the distances
between them (sample seen in Figure 2). MFCC features rep-
resent phonemes (distinct units of sound) and describe the
overall shape of the sound. MFCC is often used in speech
recognition and information retrieval systems, such as genre
classification because it is used to find audio similarities mea-
sures. We used these features not only because of the data
they provide, but also because they convert our data into an
image format that can be used by our models. In our models,
we only used the first channel of the audio waveforms, due to
not having enough resources (memory) to use all of the data.

We split our data such that 80% was for training and 20%
for testing. We chose this ratio because we wanted to have

Fig. 1. Sample Spectrogram
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enough samples in our validation set to see how it would per-
form with our models. We felt that using less than 20% would
skew the results and stray from the actual prediction accuracy,
due to there being less samples to mispredict on.

4. METHODS

We chose to implement RF Classification and CNN models to
train and predict our data. We started with RF as a baseline for
our data, as we are solving a classification problem. Random
Forest (RF) “is a meta estimator that fits a number of deci-
sion tree classifiers on various sub-samples of the dataset and
uses averaging to improve the predictive accuracy and control
over-fitting” [9]. Our work with RF involved altering our in-
put data to see the different effects of the classifier on each.
In one run, we took the mean values of our features, and in
the other run, we used the images as input.

The next stage of our methodology involved training with
different CNN models. We tested with multiple epochs and
primarily two optimizers (Adadelta and Adam). The first
model used was the CNN model created for the MNIST
dataset (see Figure 3) [10]. We used this model as a starting
point, as MNIST classifies 10 labels, and we are classifying
10 birds. Since the model takes images as input, we used the
images that we had converted from our audio during feature
extraction.

Secondly, we adapted a CNN model used for urban sound
classification model [11], which we thought may work well
since it is specifically for spectrograms in audio processing.
See Figure 3 for the adapted layers of this model, which we
did to fit to our data specifications, such as data input shapes.

Another model we used was the Cuberun model from
John Martinsson’s master thesis. His thesis focused on im-
proving bird-species classifiers using a residual neural net-
work and the CubeRun model, which was created by Elias
Sprengels and was the winning solution for the BirdCLEF
2016 challenge, with a prediction accuracy of about 68% [3].
See Figure 3 for the adapted layers.

The last three models we implemented were by Kahl et.



Fig. 3. Adapted Layers for three CNN Models

Fig. 4. Random Forest Classifier (Mean)

MNIST Urban Sound Classification Cuberun All Features Spectrogram Mel-Spectrogram MFCC
Conv2D, 32x3x3, relu | Conv2D, 32x3x3, zero-padding BatchNormalization Fit to train 0.99958 0.99958 0.99979 0.99958
Conv2D, 64x3x3, relu | Dense, 32, relu Conv2D, 64x5x5, relu
MaxPooling2D, size 2 Conv2D, 64x3x3 MaxPoolingZp, §ize 2, strides 2 Fit to test 0.651 0.6325 0.6316 0.463
Dropout, 0.5 Dense, 64, relu BatchNormalization
? MaxPooling2D, size 2 Conv2D, 64x5x5, relu
Flatten Dropout, 0.25 MaxPooling2D, size 2, strides 2
Dense, 128, relu Conv2D, 64x3x3, zero-padding | BatchNormalization
Dropout, 0.5 Dense, 64, relu Conv2D, 128x5x5, relu
Dense 10, softmax Conv2D, 64x3x3 MaxPooling2D, size 2, strides 2 Fig, 5. Random Forest Classifier (Images)
Dense, 64, relu BatchNormalization
MaxPooling2D, size 2 Conv2D, 256x5x5, relu All Features | Spectrogram Mel-Spectrogram | MFCC
Dropout, 0.5 MaxPooling2D, size 2, strides 2 i i
Conv2D, 128x3x3, zero-padding | BatchNormalization Fit to train 0.99979 0.99958 0.99979 0.99979
Dense, 128, relu Conv2D, 256x3x3, relu .
Conv2D, 128x3x3 MaxPooling2D, size 2, strides 2 | L1 t0 o5t 045917 0475 04492 044833

Dense, 128, relu

BatchNormalization

MaxPooling2D, size 2 Flatten

Dropout, 0.5 Dropout, 0.4
Flatten Dense, 1024, relu
Dense, 512 Dropout, 0.4
Dense, 512, relu Dense, 10, softmax
Dropout, 0.5

Dense, 10, softmax

al. [6] who used them to classify 1500 species of birds. We
thought these models would be useful, so we adapted them to
fit our specific dataset (in terms of data input shapes).

All of our models were trained using the Adadelta and
Adam optimizers. This is due to noticing that most of the lit-
erature used Adadelta, Adam, and SGD. Adadelta optimiza-
tion is a “stochastic gradient descent method that is based on
adaptive learning rate per dimension” used to fix errors caused
by learning rates decaying throughout training and the need
to select the global learning rate[12]. It is a more robust ver-
sion of Adagrad, which accumulates past gradients, instead of
adapting the learning rate (as Adadelta does). Due to this, we
did not set an initial learning rate for our models, because it
was not necessary. Adam is also a stochastic gradient descent
method, but is based on the estimations of 1st-order and 2nd-
order moments[13]. Since many of the past work also used
SGD (stochastic gradient descent with momentum) optimizer
[14], we tried it, but found on the first few trials, all the pre-
dictions were the same and had strong bias towards one class.
We believe this is because SGD only looks at a small subset of
data for training in order to reduce redundancy, thus causing
the bias in our specific dataset. Since the SGD optimizer was
a bad fit for us, we focused on Adam and Adadelta instead.

5. EXPERIMENTS/RESULTS/DISCUSSION
5.1. Random Forest

After seeing a RF example online [15] which used the mean
values of features as the input data, we decided to try that
while building our RF model. As we developed a better un-
derstanding of our dataset, we also tried using the features
as images. To do this we flattened the images to use as in-
put, but found that the results were not as good as expected.
We originally thought that using our images’ full data would

lead to more accurate results, as the model would then have
more information to train on. Rather, we found that using the
mean values of our features yielded better results (see Fig-
ures 4 and 5). A possible reason we think that using mean
values worked better is that RF Classifier uses averaging to
improve the predictive accuracy and control over-fitting, so
by using mean values as the features from the start, it further
improves the accuracy. In both models we also looked to see
which features were the most important in this classification
problem. We found that spectrogram was the most important
overall, with mel-spectrogram coming in second. With this in
mind, we chose to use spectrograms exclusively in our CNN
models.

5.2. CNN Models

For our CNN models, we chose to follow them closely, adapt-
ing them slightly to fit our input data, and used the Adadelta
and Adam optimizers. As stated earlier, we did not specify
a learning rate when using Adadelta. For Adam we also did
not specify a learning rate, opting instead to use the default
value in order to remain consistent with our other Adadelta
trials. Figure 7 displays the prediction accuracy we got for
each model, varying the optimizer and number of epochs dur-
ing training. During our runs we noticed that Adam yielded
similar results as SGD, having bias towards one class. When
Adam had bias towards one class, it means that 10% of the
validation data in that class was classified correctly while the
other 90% was not. This is represented well in the results,
since most of our runs using Adam have accuracy of about
9%. This seems reasonable since we have 10 classes, so
about 10% of the validation data would fall into each class.
We used a batch size of 1 for all the models, due to limited
memory, where anything more would cause our kernel to
die on datahub. Of all our CNN models, the Urban model
performed the best with an accuracy of ~58% (when using
Adadelta and 150 epochs). We believe this is because that
model was made specifically for urban sound classification,
which also uses spectrograms and contains noise. Following
closely behind in accuracy is the 1st model from Kahl et.




al.[6], with a prediction accuracy of ~50% with the same
optimizer and epoch value. It is interesting to note that while
this model was created for a large dataset of 1500 birds, it
still worked well with our shallower dataset. Models 2 and
3 from the same work yielded lower results, 37% and 32%
respectively. We believe this is because model 1 is made for
single label tasks whereas models 2 and 3 are for multi-label
tasks.

Models resulting in the least accuracy are the MNIST
and Cuberun Models. The MNIST model, whose highest
achieved prediction accuracy was 26%, was not made for our
type of dataset. While it was created for images as input,
our images are of a different type as they are spectrograms,
so the features are different. While it makes sense that this
model yielded low results, we found it strange that the Cu-
berun model had the worst results of all. The Cuberun model
was created for bird classification specifically, and was the
winning solution for the BirdCLEF 2016 challenge, with a
prediction accuracy of 68% [3]. However our results were
very different, with an accuracy of about 25%. We believe
our results could be better if we make changes to the batch
size and do more data pre-processing. In all cases, we noticed
that the accuracy of our training data is pretty low, which fur-
ther shows that our data has too much noise. Given that our
training data has low prediction accuracy, it only makes sense
that our testing data does not achieve much better results.

A consistency between all models is that using the
Adadelta optimizer over Adam, led to higher accuracy re-
sults with increasing epoch sizes. The significant difference
in performance between the optimizers is depicted in Figure 6
with the train and validation accuracy plotted for our best per-
forming CNN model, Urban, over 70 epochs. This validates
our process of deciding to also use the Adadelta optimizer,
as from Martinsson’s thesis, it was proved to converge better
than the Adam optimizer. We believe this could be due to
the fact that Adadelta uses a moving window for gradient
updates [12], which fits our data due to the dynamic range of
bird frequencies, volume levels, and location of target bird
audio within each 10 second clip.

Fig. 6. Comparison of Adadelta and Adam optimizers
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Fig. 7. CNN Models Validation Prediction Accuracy

12 epochs, | 70 epochs, | 150 epochs, |12 epochs, |70 epochs, | 150 epochs,

Adadelta | Adadelta Adadelta Adam Adam Adam
MNIST | 0.195 0.25 0.26 0.0783 0.0867 0.0833
Urban 0.3408333 | 0.52666664 | 0.5775 0.08833 0.09 0.09167
CubeRun | 0.23 0.2458 0.23 0.1042 0.09 0.0908
Model 1 | 0.279167 | 0.4283334 | 0.503333 0.09 0.1033 0.088333
Model2 | 0.18 0.263 0.3767 0.105 0.1025 0.099
Model3 0.151 0.227 0.325 0.094 0.095 0.1

6. CONCLUSION

Overall, by implementing RF Classification and adapting
CNN models from past work, we attempted to accurately
classify ten birds using only audio data from xeno-canto.
Through this we achieved varying success with multiple
models, with RF Classification providing the best accuracy
at 65% when using the mean values of all features earlier
mentioned. In terms of the CNN models, we report a highest
prediction accuracy of around 58% when using the Urban
Sound Classification model [11] with the Adadelta optimizer
at a run of 150 epochs. To get to the modeling stage, we dis-
cussed our prior research and methodology for preprocessing
our specific dataset.

7. FUTURE WORK

Moving forward, we want to continue experimenting with our
models and data processing. For our CNNs, we exclusively
used the first waveform channel, and only tested with spec-
trograms. Thus, we want to see if we can use all channels
of a waveform. Further, since we had difficulties with our
data and memory, in the future we want to test with other
epoch and batch sizes, learning rates, optimizers, activation
functions, and simplifying our filters. We want to experiment
with different training/validation set sizes, such as 90/10.
We also want to see what results the models yield using
mel-spectrograms instead of spectrograms. One step further,
would be if we can use both features for training our CNN
models. Having this extra data may yield better results, as we
saw in the RF Classifier.

We did much data processing on datahub using Python
and pytorch, and also experimented with Matlab and its Au-
dio Datastore toolbox. For our work in Matlab, we primarily
used the Matlab documentation and a tutorial using the urban
sound dataset [16]. We are currently at the feature extraction
stage in Matlab, and want to play around with finding features
that best represent our entire dataset, since it appears that we
are getting features that favor one bird over others, so need
to fix this to ensure proper training. Thus more experiments
with Matlab would also be of interest to us.



8. CONTRIBUTIONS

We worked together on composing our dataset and determin-
ing our methodology. Hadar worked on research and pre-
processing the data, Random Forest classification, and im-
plementing the CNN models from literature. Both Indu and
Hadar researched much of the existing work for data prepro-
cessing techniques, potential modeling methods, and best op-
timizers for the CNN models. Indu adapted some of the CNN
models with Hadar for the specific dataset, and tried to also
do classification using Matlab. We also worked together on
the presentation and report.
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Replies to critical reviews

We only received 2 reviews and have thus obtained permission from the TA to include replies to these
two reviews only in the final report.

Critical review by group 90:

Your team did a great presentation about your projection on bird audio classification. I like

your team try different models to compare the performance, also pick up several features to

choose better ones.

However, here are some problems you may interest

1.

About the literature review, | think it would be better if you can introduce the improvements or
difference between your models and reference model when talk about the accuracy.

Since the accuracy of the training sample from the Random Forest model is almost 1, is there any
possibility that overfitting exists? You can also plot the figure of loss and explain to the audience
more specifically about your model performance.

Also, the figures on the slides of random forest pages are kind of vague. The label is kind of
crowded. Putting it alone in the following slide may be better. The picture on the right is
confusing, also because the label is too small. You can give more explanation. Otherwise the
audience may not easily understand during the presentation.

Given that the noise on the audio file influences your model too much, (though you tried
frequency filters but it didn’t work well). Maybe you can find some other techniques to cancel or
alleviate the noise.

Our response:

1.

Regarding the suggestion on literature review improvements/differences between our models and
the references, yes, we didn’t mention it in the slides, but we mentioned it in our report. The
changes we made to the reference models was just changing the input shape so that it fits our
data.

In terms of the overfitting possibility with RF, this is a very interesting point! We did not consider
overfitting when initially training the Random Forest Classifier. It is definitely a possibility and
something to consider in future work.

Thank you, that is good feedback for future presentations.

Yes, we would definitely like to alleviate the noise in another way, so based off this suggestion,
we think we should play around more with where in each audio file we are getting our 10 seconds
from, as not every file is the same, and we know that there may be more noise in some files’ 10
second frame that we chose. Some of the literature we looked at also tried to do noise removal
without success. The teams that did do noise removal found that it did not significantly affect
their results. We think that this could be due to the fact that they used larger audio files, where the
main bird sounds are scattered, so they have a lot of background. This is something for us and
other teams to consider in future work and do more research in terms of finding better ways of
removing noise.



Critical review by group 25:

Group 48 did research on the classification bird audio by using deep learning and random forest.
The dataset they used is a subset of dataset from xeno-canto which contains 10 classes and 600

samples per class. The best result is ~65% which is from random forest.

Advantages:
1. The dataset in this project is clear and executive for the bird audio classification task.
2. The group tried both low level machine learning methods and deep learning methods.
3. The slide is easy to follow and well presented.

Some improvements/unclear:

1. Training settings should be made clearer, for example, how is the learning rate changed? What is
the initial learning rate?

2. The group could consider further finetune the hyperparameters in the future works.

3. The group could consider using LSTM to do the audio classification.

4. The group should consider using some more powerful neural networks such as VGG16,
ResNet18 to train the dataset.

5. What if we increase the number of samples for each class, will the accuracy increase or decrease?

Our response:

1. We definitely should have made the training settings more clear in our presentation, by stating the
optimizations and learning rate. We cleared this up in our report, stating how we did not set a
learning rate when using the Adadelta optimizer as the learning rate changes dynamically. We did
not set a learning rate when using the Adam optimizer in order to stay consistent and use the
default value.

2. We’re not sure what you mean by hyperparameters, but we definitely think that in future work we
should experiment more with learning rates, optimizers, batch sizes, epochs, training/validation
ratios, etc.

3. While LSTM appears as a promising implementation, we saw in our literature that it has not been
as successful as initially hoped. Due to seeing this in the literature, we did not want to go down
this path.

4. We think that these are good suggestions for models, but since the VGG16 and ResNet18 are both
specifically for image classification, we chose to go with models from our literature, which target
audio classification specifically. We would be interested though in seeing how these models work
with our data, as we can use the spectrogram images as input.

5. Yes, we would have liked to have a larger dataset (which could be done by increasing the number

of samples per class), but as we noted in the presentation, we were limited by the minimum
number of quality recordings available on xeno-canto. We could look into maybe relaxing our
filter on quality of recordings, so as to have more samples, and/or increase the number of
birds/classes in our dataset.



