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ABSTRACT

Algorithm implementation that analyzes X-ray images
helps clinical decisions a lot since man’s eyes are not always
reliable even for experienced doctors. In this project, we try to
solve the challenges of designing an algorithm that diagnoses
X-ray images using machine learning methods. To be more
explicit, our goal is to classify whether pneumonia is present
or not from the X-ray images. In this project, we try several
classical CNN models and see that after fine-tuning the accu-
racy could achieve 80%. To improve the model, we applied
ConvNet model with minor changes motivated by depthwise
separable convolution and achieves higher accuracy (83%) on
the dataset.

Index Terms— Disease Recognition, Machine Learning,
CNN

1. INTRODUCTION

Nowadays, people face great challenges to implement an al-
gorithm that diagonalizes X-ray images that supports clinical
decision because of reliability and interpretability. The is-
sue of error in X-rays imaging has been recognised for many
years. A 1999 study found that major disagreement between
2 observers in interpreting x-rays of patients in an emergency
department happened in 5-9% of total cases, with an esti-
mated incidence of errors per observer of 3-6%.Merely di-
agnizing by naked eye is not reliable based on our human’s
biological properties, which is largely influenced by doctors’
experience, degree of fatigue or other factors. Therefore, the
motivation is based on such facts to build a deep convolutional
neural network (CNN) and depthwise separable convolution
system helping the frontline give more accurate Chest X-ray
(CXR) reports.

The convolutional neural network(CNN) is a class of deep
learning neural networks. In image recognition, CNNs are
most commonly used to image classification and nowadays
they are working hard for medical purposes. However, many
real world applications need to be done in a short time on
the computationally limited platform, so depthwise separable
convolution is implemented to build small, low latency and
high accuracy model for image classification.

Input contains three folders with subfolders for each im-
age category (Pneumonia/Normal). There are 5,863 X-Ray

images (JPEG) and 2 categories. Then we use CNN, Con-
vNet and MobileNet model to output the prediction. The out-
put here is the prediction whether each chest X-ray image is
normal or with Pneumonia. To empirically benchmark the
performance of each model, accuracy and loss of model are
used to compare the model with each other and recognize the
faults.

In this report, section 2 reviews the related works in build-
ing similar models and architectures. Section 3 describes the
dataset used, which is the collection of chest images, and fea-
tures used to train the models.In addition, in this section, there
are some ways of preprocessing and validation. Section 4 de-
scribes the architecture of the models. Section 5 describes
the setup of experiments and results and discussions of each
model. Section 6 includes the conclusion of the results and
whole projects. Section 7 is the contribution section.

2. RELATED WORK

In 2014, Karen Simonyan and Andrew Zisserman [1] inves-
tigate the effect of convolutional network depth on the accu-
racy in the large-scale image recognition. In the paper, they
use a very small(3x3) convolutional filter and when they push
the depth into 16-19 weight, the model shows significant im-
provement. The method in the paper is one of the method we
try in the project, which is called ConvNet. As the convo-
lutional filters in the model is very small and with relatively
high accuracy, it is easy and fast to train on the computer with
limited computing resources.

In 2016, Zifeng WU et al derive a new, shallower, ar-
chitecture of residual networks which significantly outper-
forms much deeper models such as ResNet-200 on the Ima-
geNet classification dataset[2].In this paper they find increas-
ing depth does not mean increasing performance. The shal-
low architecture they use in the paper perform better and is
more efficient in memory use and sometimes also in training
time. However the training and computing sources we have is
limited, we will take this architecture into consideration when
building our model.

In 2016, Francois Chollet presents an interpretation of In-
ception modules in convolutional neural networks as being
an intermediate step in-between regular convolution and the
depthwise separable convolution operation [3]. In the paper,
the architecture they use is called Xception. Xception is in-



spired by inception module, where inception modules have
been replaced with depthwise separable convolutions. Xcep-
tion architecture significantly outperform inception module
on a larger image classification dataset. Therefore, Xception
architecture is also the model we want to train.

In 2017, Andreas Kolsch et al present an approach for
real-time training and testing for document image classifica-
tion [4]. In the paper, they train a deep network which works
as feature extractor first and at second stage they use Extreme
Learning Machine(ELMs) for classification. This new archi-
tecture reduce 25% of relative error, compared with previ-
ous Convolutional Neural Network (CNN) based approach
(DeepDocClassifier). Due to the much time for training and
tuning on our dataset, we will not train this model, but we
will think about this architecture, when training and testing
out model.

In 2017, Andrew G. Howard et al present a class of ef-
ficient models called MobileNets for mobile and embedded
vision applications [5]. In this paper, the architecture they
use is called MobileNets. With the extensive experiments
on resource and accuracy trade-offs, this model shows strong
performance compared to other popular models on ImageNet
classification. Therefore, MobileNets is also the architecture
we train and test in our project.

3. DATASET AND FEATURE

The dataset comes from Kaggle[6]. The resolution of each
image in the dataset is 96 DPI(Dots Per Inch). The size of
images are different, but typically the resolution is around
1500 1200. Figure 1 shows some examples from the dataset.

Fig. 1. Dataset Examples

Figure 2,3,4 below show the number of normal cases and
pneumonia cases in training set, validation set and testing set
respectively. To be more explicit, there are 1341 normal cases
and 3875 pneumonia cases in training set, 8 normal cases and
8 pneumonia cases in validation set, 234 normal cases and
390 pneumonia cases in testing set.

3.1. Preprocess

To convert the X-ray images into the inputs of CNN models,
we perform the following preprocessing steps for training set
(same for validation set and testing set):

Fig. 2. Training Set Statistics (L - normal, R - pneumonia)
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Fig. 3. Validation Set Statistics (L - normal, R - pneumonia)

1. Get the list of all images and append each element with
the corresponding label (0 for normal cases and 1 for
pneumonia cases)

2. Get the pandas dataframe from the list and shuffle the
data

3. Convert all images into 3-channels representation. Nor-
malize the pixel values and resize all images as 224 x
224

4. Convert the list into numpy arrays

5. Data augmentation. For each image, we randomly add
one of the following transformation to the training set:
1. horizontal flip 2. 20° rotation 3. random brightness
adjustment

3.2. Objective Selection

The dataset has already classified each image as “normal” or
“pneumonia” and placed them in different folders. Therefore,
it is intuitive that we use the dataset to classify whether a
pneumonia is present or not. The dataset classify the pneumo-
nia as “bacteria” or ”virus”, so another probable task is to fur-
ther classify pneumonia as bacteria-caused or virus-caused.
For this project, we choose to just classify the X-ray images

Fig. 4. Testing Set Statistics (L - normal, R - pneumonia)



as "normal” or “pneumonia” because the objective is more
straightforward. In addition, the dataset does not divide the
pneumonia into two folders, there is much extra work to do if
we would like to achieve the latter goal.

3.3. Features

We use CNN (convolutional neural network) to tackle the
problem. Generally, features are considered to be extracted in
convolutional layers and fully connected layers helps to clas-
sify. In another words, CNN “automatically” helps to extract
the features of dataset.

4. METHODS

4.1. MobileNets

Figure 5 shows the MobileNets model.

Type / Stride Filter Shape Input Size
Conv /s2 Ix3IxIx32 224 x 224 x 3
Conv dw /51 3 x 3 x32dw 112 x 112 x 32
Conv /sl 1x1x32x64 112 x 112 % 32
Conv dw / s2 3 % 3 x 64 dw 112 x 112 x 64
Conv /sl 1x1x64x128 56 % 56 x 64
Conv dw /sl 3 x 3 x128dw b x 56 x 128
Conv /sl 1x 1128 x 128 56 x 56 x 128
Conv dw /52 3 % 3 x 128 dw 56 x 56 x 128
Conv /sl 1x1x128 x 256 28 x 28 x 128
Conv dw /51 3 x 3 x 256 dw 28 x 28 x 256
Conv /sl 1 x 1 x 256 x 256 28 x 28 x 256
Conv dw /52 3 2 3 2 256 dw 28 x 28 x 256
Conv /sl 1 x 1 x 256 x 512 14 x 14 x 256
B Convdw /sl | 3x 3 x512dw 14 x 14 x 512

- Conv /sl 1x1x512x 512 14 x 14 x 512
Conv dw / s2 3 x 3 x5H12dw 14 x 14 x 512
Conv /sl 1x1x512x 1024 7xTx512
Conv dw /52 3 3 1024 dw 7TxTx1024
Conv /sl 111024 x 1024 | 7x 7 x 1024
Avg Pool [ sl Pool 7 x 7 Tx7Tx1024
FC /sl 1024 = 1000 1x1x1024
Softmax / sl Classifier 1 1 x 1000

Fig. 5. MobileNets Model

The MobileNet model is based on depthwise separa-
ble convolutions which is a form of factorized convolutions
which factorize a standard convolution into a depthwise con-
volution and a 1 x 1 convolution called a pointwise convolu-
tion. In MobileNets these depthwise convolution layers are
like filters to each channel, so only useful information are
kept.

4.2. Simplified Xception

Figure 6 shows the original Xception model.

Xception is a convolutional neural network that is 71 lay-
ers deep, which is based on the observation that a depthwise
separable convolution can be understood as an Inception mod-
ule with a maximally large number of towers. It works well
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Fig. 6. Xception Model

on large-scale image classification dataset from multiple ob-
ject categories. The network has a fixed designed image input
size of 299-by-299.

However, since the pneumonia category can’t be consid-
ered as a totally new object other than lung, the original-
version Xception in the paper is not expected to be best suit-
able for this problem. To make it a better control model for
comparison, we remove the second block in the exit flow be-
fore logistic regression, which includes 2 separable convolu-
tion layers, 2 relu layers and the last average pooling layer, to
ensure more information remained for dense. (The first sepa-
rable Conv layer in the second block of exit flow will depress
the 19-by-19 input, whose size is already small enough.)

4.3. Proposed ConvNet-based Model

Figure 7 shows the ConvNet model.

In convolutional neural networks, the convolutional layers
extract features from the images and dense layers serve as
classifier.

In this project, we used configuration D. To achieve better
accuracy, we made the following changes to the CNN archi-
tecture:

1. Use batch-normalization with convolutions to avoid
overfitting in deep neural networks

2. Replace convolutional layers with depthwise separable
convolutional layers, which introduces less parameters
but more information captured

3. Adjust the amount of neurons in fully-connected lay-
ers so that the network has two outputs and could be a
classifier

4. Initialize the first few layers from a network pretrained
on ImageNet instead of randomly initialized weights to
have a much better initialization



ConvNet Configuration
A A-LRN B C D E
11 weight | 11 weight 13 weight 16 weight 16 weight 19 weight
layers layers layers layers layers layers
input (224 x 224 RGB image)

conv3-64 conv3-64 conv3-64 conv3-64 conv3-64 conv3-64
‘ LRN conv3-64 conv3-64 conv3-64 ‘ conv3-64

maxpool
conv3-128 | conv3-128 | conv3-128 | conv3-128 | conv3-128 | conv3-128
‘ conv3-128 | conv3-128 | conv3-128 | conv3-128

maxpool
conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256
conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256 | conv3-256
convl-256 | comv3-256 | conv3-256
conv3-256

maxpool
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
convl-512 | comv3-512 | conv3-512
conv3-512

maxpool
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512 | conv3-512
convl-512 | comv3-512 | conv3-512
conv3-512

maxpool

FC-4096

FC-4096

FC-1000

soft-max

Fig. 7. ConvNet Model configuration.

5. EXPERIMENTS

5.1. Experiment Setup Parameters

The (hyper)parameters including the Epoch Number (EN),
Learning Rate (LR), Learning Decay(LD), Batch Size (BS),
Input Size (IS) and Class Weight (CW) are respectively shown
in Table 1.

TP | TN | FP | FN | recall | precision
MobileNets | 388 | 71 | 163 | 2 | 0.99 0.70
Xception 323 1161 | 73 | 67 | 0.83 0.82
ConvNet 386 | 104 | 130 | 4 0.99 0.75

MobileNets | Xception | ConvNet-based
EN 20 20 20
LR 0.0001 0.0001 0.0001
LD le-5 le-5 le-5
BS 16 16 16
IS (224,224.3) | (299,299,3) (224,224.3)
CW | 0:1.0,1:04 | 0:1.0,1:0.4 0:1.0,1:0.4

Table 1. The (hyper)parameters we used in different models.

5.2. Results and Discussion

After we simplify the Xception model by removing the sec-
ond block in exit flow, the test accuracy raises from 63.5%
to the current 77.6%, which proves that different kinds of
the same object category is not equal to different object cate-
gories, and further shows the network depth can’t ensure the
final results.

For the MobileNets model, we put dropout layer at 0.5 and
0.3 between three dense layers. In additon, we add Batch-
Normalization layer after each SeparableConv2D layer and

Table 2. Data of confusion matrices.

MaxPooling2D layer after every four layers to avoid over-
fitting. After optimization, the test accuracy raise from 50%
to around 77% (because of the randomization). The im-
provement shows the over-fitting of using MobileNets on such
data will cause severe over-fitting problem. Combination of
dropout, normalization and maxpooling layers can solve the
over-fitting problem and help MobileNets model achieve an
relatively high accuracy.

For ConvNet model, we set the dropout at last two layers
as 0.4. In addition, batch-normalization are applied with con-
volutions to avoid overfitting issues. We also replace convo-
lutional layers with depthwise separable convolutional layers,
which introduces less parameters and reduces running time.
The most important thing is that we initialize the first few
layers from a network pretrained on ImageNet instead of ran-
domly initialized weights to have a much better initialization.
As aresult, the accuracy of this model achieves 83.5%. Figure
8 shows the confusion matrix for the model. From the figure
wee see the probability of considering a pneumonia case as a
normal case is very small, which meets the regiments in real
life since it puts great risk on the patient.

Normal A &

true label

Pneumonia

predicted label

Mormal Pneumonia

Fig. 8. Confusion Matrix (ConvNet)

6. CONCLUSION

In summary, our group successfully implemented three CNN
architectures to decide whether the X-ray shows a normal or
pneumonia case. Between the three models, the proposed




ConvNet-based Model performs best and achieves the high-
est accuracy 83.5%. One possible reason why the model per-
forms well is that it better suits the task. Actually there is not
significant difference between the results of the three models
in accuracy. We conclude that CNN is an effective model to
classify X-rays for normal cases and pneumonia cases.

There are still some problems to solve and future work to
do:

1. The training model is not yet stable because of timing
issues. The accuracy can range from 75% to the 84%.
The possible reason is that we used early stopping tech-
nique and a small patience parameter. The future work
is to run more epochs and get a more stable model.

2. There are still many fancy CNN models to explore like
VGG and ResNet. If time permitted, we would try more
models in the dataset and make a comparison.

7. CONTRIBUTIONS

All three group members contribute to the framework of the
project, including data cleaning, preprocessing and results
display. Each member is responsible for the implementa-
tion, testing and optimization of one CNN model: Yijun
Yan implements Xception model, Junyang Yao implements
MobileNets model and Ziling Yuan implements modified
ConvNet-based model. Each member plays an essential role
in the project.

8. RESPONSE TO PEER REVIEW

8.1. Response to peer review of group 45

From the peer review, group 45 give us many praises and
also some useful and important advice based on our slides
and video. The first useful suggestion is that we should more
precisely claim the input and output of our algorithm, which
could make the video and slides more clear and easy to un-
derstand. The second useful suggestion is that we should pro-
vide the confusion matrix and loss curve plots in the slides. It
could be the really good visualization of trained results. The
third useful suggestion is that we should explain why we do
not use DenseNet model, which performs well in Chest X-ray
classification. I think our group should do more literature sur-
vey and search for the state-of-the-art model. Thanks for the
suggestions from group 45.

8.2. Response to peer review of group 61

From the peer review, group 61 give us great conclusion and
useful advice based on out presentation. First, they point out
a baseline model should be added as control group despite
that this project is about the performance measurement and
comparison among three models. Second, the reason why we

choose these three models is not clarified. Actually, these
models are the most popular ones applying depthwise convo-
lution and our literature study is just based on searching the
application of this preferable Conv layer to the dataset. Lastly,
as for lacking the experiment settings and visualization in our
video, we will accept the advice and improve in the future.
We realize that visualization of parameters and data does be
a great help to clear presentation. Thanks for the suggestions
from group 61.

8.3. Response to peer review of group 70

From the peer review, group 70 give us many praises and also
some advice based on out slides and video. The first sugges-
tion is that we should replace the slides, which have a lot of
words, with several bullet points. This advice can improve
our slides a lot, because with bullets points we can help au-
diences catch the key points quickly and easily. The second
suggestion is that we can add some contents of neural network
model optimization process. This advice can also improve
our presentation. If we can add some specific steps about
optimization, audiences can understand the improved model
clearly and they can also reproduce and verify the model eas-
ily. Thanks for the suggestions from group 70.
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