Replies to reviews:

Critiques by group 20 :

This talk gave a thorough introduction in the application of their research and

included previous solutions to this problem. They introduced their method in 2

parts: instance segmentation and semantic segmentation. Using Mask-RCNN

and Deeplab v3 for each part is an impressive way to solve this problem. This

talk also gave a detailed explanation on how they trained the neural network and

the result of it.

Thanks for the kind comments.

Maybe in the future, you can conduct some comparative experiments to

show the advantage of your network structure.

That is a good suggestion. Between Mask-RCNN and DeeplLabV3, we are planning to compare
the network structure in terms of number of parameters, regularizations and the input/output
shape in our report.

About mask-rcnn or fast-rcnn, what are their advantages?

As mentioned in the presentation, mask-rcnn is an extension of faster-rcnn. Mask-rcnn is able to
predict additional object masks while fast-rcnn can only predict bounding boxes and
class-labels.

Critiques by group 37:

Pretty good topic, | was planned to do something like this at the beginning. It is
interesting to know the idea about DeepLabV3, this method also gives some
inspiration on our project.

In general, | think the all 3 topics all very meaningful, however, it looks too much
for a project to finish in a single quarter, so the result is not very optimal. It might be
better to narrow down to 1 or 2 of them to get better results. But, overall, | think this
is good attempt.
Thank you for your kind comments and we are glad that our work gave you inspiration. Yes, we
agree that what we planned to do might be too much for a single-quarter project. Maybe this can
be a good start for our research career. We can keep working on it after this quarter.

Critiques by group 73:

This project applied two CNN models to segment objects in images and combine with depth
image datato construct 3D bounding boxes. Your introduction of background knowledge is really
detailed and helpful. Moreover, the presentation explained the background, literature survey,
and datasets clearly. Not to mention, you have an awesome time controlling skill. Overall, the
presentation is fluent, easy to understand and the content of the project is not often seen which
catches my eyes right away. Love your idea of this project.

Thank you!

In the resulting image of instance segmentation, though you can segment almost every object,



the edge of objects did not classify very well. How could you improve the object mask to cover
the entire object?

The instance segmentation method has a hard time predicting object masks that have irregular
shapes. We are planning to combine the results of Mask-rcnn and DeepLabV3 to get a much
more comprehensive result.

The explanation of models can be more detailed. And, the image of the first model’s structure is
low resolution. It is a little bit hard to see numbers and words in it. The resolution of images on
page 12 can also be improved. Otherwise, those are good pictures and explain well.

That is a good point. In the future, we'll try to crop the images into several small images
distributed on several pages.

In Semantic Segmentation, the learning curve you present is obviously over-fitting. Can you
figure out the reason for overfitting? And how can you improve the model to avoid overfitting?
Because in training, | didn’t do data augmentation. The only thing we do to reduce overfitting is
just adding a weight decay term (Regularization). Data augmentation in semantic segmentation
is harder than image classification since mostly used data augmentation methods like rotation,
sheering are hard to implement (Because we also need to rotate, sheer the mask). Instead, in
the future we can adopt some specific techniques to avoid overfitting such as two methods
described in the following papers:

‘Optimizing Data Augmentation for Semantic Segmentation on Small-Scale Dataset’

‘Pixel Level Data Augmentation for Semantic Image Segmentation using Generative Adversarial
Networks’

Could depth image data improve the segmentation result during training?
We suspect that it would improve the segmentation result but it would be considered as
“cheating”. This is because depth images look very much like the ground truth object masks.
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ABSTRACT
This is the project of ECE 228 - Machine Learning For Phys-
ical Applications. In this project, we mainly focus on the
image segmentation and object coordinate recovery on SUN-
GRGBD dataset. In the instance segmentation part, we apply
the Mask-RCNN model while in the semantic segmentation
part, we apply the DeepLabv3 model. At last, the 3D world
coordinates recovery for object is implemented based on RGB
image segmentation and depth image.

1. INTRODUCTION

For the traditional RGBD image dataset, researchers usually
collect the RGB images using a camera and the depth im-
age using a Kinect sensor. The object segmentation and 3D
bounding boxes are later labeled by human as well [1]. Such
data collection processes are expensive and time-consuming.
Similarly, modern autonomous driving vehicles or robots
rely on expensive sensors such as Lidar [2] to understand
surrounding environments. In this project, by utilizing deep
learning algorithms and traditional computer vision tech-
niques, we hope to build a much cheaper system that can
serve as a useful tool in RGBD data collecting and robot
scene understanding. Specifically, we aim to use deep learn-
ing algorithms to train a convolutional neural network that
can automatically detect objects in an RGB image and create
the segmentation mask of that object. At the same time, we
want to retrieve the 3D coordinates information of each object
in the real world.

2. DATASET AND FEATURES

For this project, we are using the SUNRGBD dataset. This
is an indoor scene image segmentation dataset constructed by
a team at Princeton University [1]. Files that we used from
the dataset include RGB image, depth image, segmentation
mask, extrinsic matrix, and intrinsic matrix. For training the
image segmentation networks, we used 5185 training images,
100 validation images, and 1000 testing images. This dataset
does not have uniform image sizes, each image has a size
of roughly 530 x 730 x 3 pixels. Some predictive tasks that
can be done using this dataset include object detection, object
segmentation,

Semantic Segmentation depth image
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Fig. 1. this is an example of our dataset. Image is taken from
the original paper [1].
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Figure 3 is an example of our dataset. The image on the
left is the RGB image, the image on the middle is the image
semantic segmentation map, and the image on the right is the
image’s depth map. The dataset also includes the associated
extrinsic and intrinsic camera matrices of each image. The
camera’s extrinsic matrix describes the camera’s location and
orientation in the world. And the intrinsic matrix describes
the internal parameters. During training, we use the raw im-
age as input and extract the image features by using backbone
networks such as Resnet [3].

3. MODELS AND EXPERIMENTS

3.1. Mask-RCNN

Mask-RCNN is a widely used instance segmentation model
is build on Faster-RCNN framework [4]. The main difference
between this two models is that the original Rol pooling layer
is replaced by Rol align layer. This align layer removes the
harsh quantization of the resulting feature maps and properly
aligns feature maps with original input images. The author
claims that the Rol align layer greatly improves the mask ac-
curacy [5]. Additional to the bounding box and class label
prediction in Faster-RCNN, Mask-RCNN adds an additional
branch that predicts object masks in each bounding box. This
branch consists of two to four convolutional layers depending
on the classification head structure.

As for loss function, Mask-RCNN tries to minimize the
object classification loss L.;s, bounding box regression loss
L4, and the object mask loss L,,s;. We follow the original
calculation in the paper:
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Here, in equation (1), IV is the number of detected bound-
ing boxes, y; is the corresponding true label of each objects
and z; is the network prediction. L, calculate the average
cross-entropy loss of all the detected objects. For calculat-
ing L,.q4, we calculate the average smooth L1 loss between
all ground truth bounding boxes ¢; and predicted bounding
boxes t;. In equation (3), M is all the pixels included in the
bounding box 1, my)
dicted mask of object ¢, and ly) represents the true mask label

is the sigmoid value of pixel j in the pre-

for pixel j of object i. l;l) is either 0 or 1 and sigmoid(mgl))
would be a probability between O to 1. In other words, Ly, 45k
is basically the average per-pixel cross-entropy loss of all de-
tected objects [5] [4].

3.2. DeepLabV3

Image semantic segmentation is to classify each pixel in
the image.The emergence of FCN [6] promotes the orig-
inal DCNN(deep convolutional neural network) structure.
Subsequently, the DeepLab models [7, 8, 9] follow the ap-
proach of removing the fully connected layer to output the
image segmentation mask of any size. DeepLab models have
achieved a lot of success in many public datasets like PAS-
CAL VOC2012, MS COCO. So in the project, the semantic
segmentation is done by deploying a DeepLabV3 model [9].

The novelty of DeepLabV3 is that a new type of convolu-
tion - Atrous Convolution [9] is introduced. Based on Atrous
convolution, they construct a Atrous spatial pyramid pooling
(ASPP) layer to better handle the different size of the objects
in the image. The structures of Atrous Convolution and ASPP
layer are shown in Fig 2 and Fig 3 respectively. With the same
parameters of the filters, Atrous convolution enable the model
to achieve a wider receptive field and to retain the size of fea-
ture maps, which helps local reasoning.

3.3. Coordinate Recovery

A camera is a mapping between the 3D world and a 2D im-
age. In the 3D-to-2D process, the depth information (distance
between object and camera) is lost. With the help of depth
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Fig. 2. Atrous Convolution
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Fig. 3. ASPP layer

image, we can recover the distance and reconstruct the real
coordinates of points in the 3D world. The camera uses the
camera matrix to accomplish the transformation. The camera
matrix can be decomposed into 2 matrices: Extrinsic Matrix
and Intrinsic Matrix.

The camera’s extrinsic matrix 7, describes the camera’s
location in the world, and what direction it’s pointing. It trans-
form the the coordinates in world frame to optical frame. As-
sume the world coordinate of one point is [Xw, Y, ZW]T
and the optical coordinate is [Xo, Yo, ZO}T.
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Where R33 is the orientation of the camera and Ps is the
location of the camera.

The camera’s intrinsic matrix 7;,, describes the internal
parameters such as focal length and distortion. It transforms
3D optical coordinates [Xo, Yo, ZO]T to 2D homogeneous

image coordinates (pixel array) [u, v]" .
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Where f is the focal length. (s,, s, ) defines the scaling from
meters to pixels and the aspect ration o = 8,,/8,. (Cy,Cy)
is the coordinates of the principal point used to translate the
image frame origin. Sy is the skew factor that scales non-
rectangular pixels. Mathematically we need to do inverse cal-
culations to get (Xw, Yy, Zw ) from (u,v). Since it’s a 2D-
3D transformation, we need to use the extra information, i.e.,
depth information Zp to accomplish the task.
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4. EXPERIMENTS AND RESULTS

4.1. Mask-RCNN

For Mask-RCNN, the parameters we tune are mainly learn-
ing rate and momentum of the SGD optimizer. We found out
that the original learning rate in the paper is too large for the
model to converge. Therefore we decrease the learning rate to
0.001 and further decrease to 0.0005 after 30 epochs of train-
ing. We implement this gradient decay because the training
loss oscillate a lots at the end of the first 30 epochs, so we
suspect that the learning rate is too high for the SGD to find
the optimal. We also set the momentum parameter to 0.9 to
reduce gradient decent oscillations.

loss curve plot of Mask-RCNN
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Fig. 4. Loss curve plot of Mask-RCNN

We show the training curve of Mask-RCNN in Figure 4,
We observe that the training loss slightly increases after the
learning rate decay, but the validation loss keeps decreasing.

H Actual Positive  Actual Negative H

Predict Positive 83.3% 21.0%
Predict Negative 54.4% 56.5%
Mask-RCNN confusion table.

As for the result, we calculate the prediction mask con-
fusion matrix of 100 test images in table 4.2. we define true

positive as the predicted mask pixels have the same class la-
bel as the true mask. True negative is defined as correctly
predicted background pixels. False positive is the number of
background pixels predicted as objects and false negative is
the number of object pixels predicted as backgrounds. We

calculate the TP-rate, TN-rate, FP-rate, FN-rate by following
c e TP TN FP FN

equations: 75 %5 TNFFN > FP{TN® FN+TP" .

We observe that the true positive rate is very high. This

shows that the class label of the predicted mask has very high
testing accuracy. The true negative value is not very high,
which suggests that Mask-RCNN has a hard time distinguish-
ing background masks. Additionally, the false negative rate
is very high. This probably due to the fact that some of the
classes in the training set (such as floor, wall, and windows)
have highly irregular shapes, which would be impossible for
the RPN to generate a correct bounding box.
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Fig. 5. Mask-RCNN mask prediction.

In Figure 5, we demonstrate one of the testing images and
the corresponding mask prediction. We observe that the floor
is not detected (red pixels between tables and sofas in the
image), which may be caused by the irregular shape of the
ground object mask.

4.2. DeepLabV3

We trained a DeepLabV3 model for the semantic segmenta-
tion task. The initial learning rate was set to le-2 and the
weight decay parameter was set to le-4 to reduce overfitting.
We trained the model for 100 epochs and in 19th and 67th
epoch, the learning rate is divided by ten when a plateau oc-
curred. The learning curve is shown in Fig 4.
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Fig. 6. Loss and Global Accuracy

The evaluation metrics are the global pixel accuracy and
the mean class pixel accuracy. The global pixel is computed



by dividing the total number of correct predicted pixel over
the total pixels. The mean class pixel accuracy is the mean of
the class-wise global pixel accuracy (for each class, the mask
consists of only binary values). The results are shown below:

Global pixel accuracy 65.3%
Mean class pixel accuracy  62.7%
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Fig. 7. An example from test set

Notice that the performance is not good and I think there
some reasons for this. The first one is that the image size
is too big (typically 530x730). DeepLabV3 has a very good
performance on PASCAL dataset, but the input image size
there is 224x224 which is much smaller than the images we
use. The second one is that the ratio of background is small,
i.e. most pixels in the images are foreground, which requires
great capacity of the model. The last one is that the default
Atrous convolution rate in the model is not suitable given that
the image size is very large. We need to adjust such rate in the
model to make the model have a higher ability of local details
reasoning.

4.3. Object coordinate Recovery

After we have the image segmentation, combined with the
depth image, we can retrieve the 3D world coordinate infor-
mation of each objects via our model.

Here we use the farthest point P1 and nearest point P2
of the table as example. (u,v)p; = (295,321), (u,v)ps =
(230,377). Extrinsic and Intrinsic matrix for this image are
as follow.

0.066 —0.9456  0.319 0
T., = 10011 —-0.319 —-0.948 0.
0.997 0.0655 —0.0107 O.

5295 0. 365.

Tin=1 0. 529.5 265.

0. 0. 1.

The recovered real-world coordinate: (Xw, Y, Zw)p1 =
(1.68,0.27, —0.26), (Xw, Yiv, Zw ) po = (1.39,0.34, —0.41).

With the world coordinate, we can make some interesting
application with them. For example, we tried to generate the
3D bounding box for the object. For simplicity, we assume
axis-aligned bounding box (AABB) and assume the farthest

and nearest points are the corner points of the object. Then
we can estimate other coordinates using geometric relations
of cube. This idea works well if the mask is good and the
objects are not obstructed. However, usually the objects’ axis
are not aligned with axes. To solve this, we need to estimate
the orientation/pose of objects.
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Fig. 8. Recovered Coordinates

5. CONCLUSION AND FUTURE WORK

In conclusion, we prove that our methods are able to gen-
erate coarse objects mask and the corresponding real-world
coordinates. However, we need to improve mask prediction
accuracy and coordinates calculations. One way to improve
mask prediction is to combine the results of Mask-RCNN and
DeepLabV3. Since we observe that Mask-RCNN is good at
predicting regular shape objects, one improvement would be
first retraining Mask-RCNN on those particular classes and
DeepLabV3 on the other classes, then combine the prediction
results of the two network. In this way, we utilize the advan-
tages of both models. We also implemented the 3D world co-
ordinates recovery for objects from image segmentation and
depth image. Interesting applications can be made with 3D
coordinates. We tried to establish 3D axis-aligned bounding
boxes for objects and found that orientation estimation of ob-
jects is important for generating an accurate bounding box.
We plan to look deeper into this in the future.

6. CONTRIBUTIONS
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