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ABSTRACT

With the global pandemic of COVID-19 worsening, both
people’s lives and countries’ economies are under unprece-
dented threat. It is essential to develop a method that can
diagnose possible patients rapidly. We explore some Convo-
lutional Neural Network (CNN) architectures to establish a
deep-learning-based diagnosis method of COVID-19. Given
the fact that the current dataset of COVID-19 data is relatively
small, we also apply transfer learning to improve the perfor-
mance of our models. Furthermore, we use Tucker Decom-
position and pruning to explore the possibility of improving
the model’s efficiency and performance.

Index Terms— Convolution Neural Network, Transfer
Learning, Data Augmentation, Tucker Decomposition, Prun-
ing

1. INTRODUCTION

To address the problem of faster diagnosis, we resort to deep
learning models. The motivation behind this project is that
deep learning aided diagnosis has already been adopted by a
range of health institutions due to its virtues of strong scala-
bility, low error rate, and easy to operate.

In this paper, we aim to take RGB format lung CT images
as input and output the posterior probability belonging to each
category (positive or negative). Then we leverage the power
of CNN to devise our diagnosis algorithm.

The rest parts of this paper is organized as follows. Sec-
tion 2 reviews a range of related work on solving this prob-
lem. Then section 3 presents the dataset used in our project
and its features. Next the section 4 demonstrates the methods
and algorithms we adopted for classification. Experiment re-
sults are shown in section 5 and section 6 concludes what we
derive in this project.

2. RELATED WORK

The deep learning application on COVID-19 diagnosis is
still heatedly underway. Similar with our proposal, many re-
searchers have proposed effective methods to detect COVID-
19 from lung CT images.

Some efforts are focused on using a hybrid methods of
deep learning and traditional quantative analysis. For ex-

Fig. 1. Some samples of lung CT images in COVID-19-CT
dataset. The left figure shows the positive samples and the
right is negative samples

ample, Huang et al.[1] use the segmentation combined with
quantitative analysis to detect COVID-19 from lung CT im-
ages. These methods are not pure deep learning and so also
needs professionals engaged in the diagnosis.

Other works used CNN models learning from CT images
for diagnosis. For example, Li et al.[2] screen COVID-19
from CT images using deep CNN and get good results; Wang
et al.[3] present inception together with transfer learning and
reach 85.2% detection accuracy on test data. However, they
all use private dataset which cannot be accessed publicly.

3. DATASET AND FEATURES

Since the lung CT images are useful features for COVID-19
diagnosis [2], we choose to use well-labeled RGB format lung
CT images as the dataset for our project. Due to the privacy
concerns of COVID-19 suspects, there are not much available
public CT dataset as of the date (early May 2020) we start our
project. Therefore, we choose the COVID-19-CT dataset [4],
a small-sized dataset but with high quality, proposed by He et
al. for this project. The Figure 4 shows some samples from
the dataset.

3.1. Distribution of Dataset

COVID-19-CT dataset comprises of 349 positive samples col-
lected from 216 COVID-19 positive subjects. The other 397
negative samples collected from other public lung CT images
dataset LUNA, MedPix, PMC, and Radiopaedia. We will use
425 (191 postive, 234 negative) for training, and the other 321
for validation and testing. The table 1 shows the detailed dis-
tribution of our dataset.



Table 1. COVID-19-CT Dataset Distribution

Label Training Validation Test Total
Positive 191 60 98 349
Negative 234 58 105 397
Total 425 118 203 746

3.2. Preprocessing

We are not using any handcraft artifact features for our project
since the deep CNN can automatically take care of learning
useful features for classification. The dataset is presented
by pure RGB images with 3 color channels, each has a float
value of pixel intensity ranging in [0, 1] with the mean of
uree = [0.485,0.456,0.406] and standard deviation of
ocrep = [0.229,0.224,0.225]. We apply z-score normal-
ization to input data before training with the transformation
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with standard deviation 1.

3.3. Augmentation

Considering the limitation of dataset size, we adopt online
data augmentation during the training. Online augmentation
is an effective method to improve the generalization capabil-
ity of deep learning models by generating different samples
each training step. The augmentation schemes we adopted
are listed as bellows.

Random Cropping: Random cropping creates images as
random sub-regions of the original inputs. Random clipping
is useful to hint models to learn location uncorrelated knowl-
edge for the problem.

Random Flipping: Random flipping creates a mirror im-
age from the origin. With the intuition that the image and its
mirror should be equally recognized in a classification task,
flipping is a very effective way to enlarge the dataset twice
without much extra work. We only use the horizontal flipping
because there exists a natural orientation of the pattern in CT
images.

4. METHODS

As Convolution Neural Networks (CNNs) are widely used
in image classification tasks, we decide to use CNNs to per-
form classification on the COVID-CT dataset. To study how
different neural architectures performs on this classification
task, we choose 5 different backbone networks, including
VGG16][5] , ResNet18[6] , ResNet50[6] , DenseNet-121[7] ,
DenseNet169[7]. In addition to using these architectures with
randomly initialized weights, we also experiment on applying
transfer learning technique using ImageNet[8].

4.1. VGGIS]

VGG is proposed in 2014 by Simonyan et al., it makes deeper
network with smaller convolutional kernels. It substitutes
11x11, 7x7, 5x5 kernels of AlexNet[9] with 3x3 kernels, and
keep the receptive field at the same time. The VGG network
achieves 7.4% top-5 error rate on ILSVRC-2012[5]. For our
task, we use VGG16][5] as our backbone network as it’s com-
plexity (i.e number of parameters) is moderate for such a task.
We do not want to suffer from over-fitting with over-complex
network architectures.

4.2. ResNet[6]

ResNet is proposed in 2015 by He et al.. The significance
of ResNet is that it introduces the concept of residual block
to conventional CNNs to mitigate the problem of gradient
vanishing. ResNet is also the winner of ILSVRC-2015[6],
with the amazing error rate of 3.57%. For our task, we use
ResNet18[6] and ResNet50[6] respectively. The former is rel-
atively simple in its architecture while the later is deeper with
much more parameters.

4.3. DenseNet[7]

DenseNet is proposed in 2016 by Huang et al.. The Densely
connected layers architecture helps reduce parameters by
leveraging all previous feature maps. This architecture also
avoids learning redundant feature maps as in ResNet, this
leads to better learning because each layer has direct gradient
from the final loss. For our task, we use DenseNet-121[7]
and DenseNet-169[7], the former is relatively simple in its
architecture while the later has more parameters and is more
complex.

4.4. Transfer Learning

Transfer learning is a widely used technique in CNN related
tasks[10]. This technique is usually implemented by taking
standard neural architecture with pretrained weights on some
other large-scale, well-developed datasets (e.g ImageNet[8]).
Fine-tuning is then performed to these weights to be adapted
to the target task. The technique has been widely applied to
image classification. In the area of medical research, simi-
lar techniques have been used to tasks such as tumor detec-
tion, pneumonia detection etc. In our task, we explore the
performance difference of randomly initialized weights and
pretrained weights using ImageNet[8], in the section 5, we
elaborate the results of our experiments.

4.5. Pruning

Pruning is a technique to produce a smaller model by truncate
the less significant weights in the model. Here the less signifi-
cant weights means weights whose absolute value is relatively
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Fig. 2. Tucker Decomposition for CNN

small. This technique can help us obtain a more memory-
efficient, power-efficient and faster inference model that can
even run on mobile phones.

4.6. Tucker Decomposition

Tucker decomposition is a mathematical technique that de-
composes a tensor into a set of matrices, and when multiply-
ing on these matrices, the matrix we get is expected to be sim-
ilar to the original one, but different size of core matrix will
affect how similar the two matrix can be. Here we decompose
the kernel into 3 parts, I, core and O, and the full tensor can be
obtained from I*core*O, Fig.2 shows how it works for CNN.

Suppose we have original filters to be of size (3*3*%64%64),
then after tucker decomposition, we have I (64*R1), core
(3*3*R1*R2), O(R2*64). We can simply treat them as 3
filters, then we can have 3 conv layers with the kernel to
be each of the 3 matrices, and that should be the same as
1 conv layer with the original kernel. Now let the input
channels to be n, the output filters to be f, kernel size to be
(3,3), picture size to be (30,30). Then originally, we need
30*30*3*3*n*f computations. After tucker decomposition,
we have I (n*R1), core (3*3*R1*R2), O (R2*f), so now we
only need 30*30*(n*R1+3*3*R1*R2+R2*f) computations.
And R1, R2 can be set to be a lot smaller than n and f while
maintain very small reduction in model accuracy, so that we
can largely reduce the computations we need.

5. EXPERIMENTS, RESULTS AND DISCUSSION

5.1. Results of CNNs w & w/o Transfer Learning

In our experiments of 5 different CNN architectures, we use
the batch size of 10, and set the learning rate to be 0.0001,
since this task is not very complex for the CNNs, we want the
models to slowly converge to avoid over-fitting. We choose
Adam optimizer[11] because empirically, Adam was showed
that its convergence meets the expectations of the theoretical
analysis. We use Cross-entropy Loss as our loss function as it
is widely used as a loss function when optimizing classifica-
tion models. All the models run 200 epochs for training.

For the metrics we used to evaluate our model, we use the
following 5 metrics:

1) Recall, also known as true positive rate, calculated as
follows:

Recall = — 1 @)
M= TPLFEN

2) Precision, calculated as follows:

recision — TP )
recision — TP+ Fp

3) F1 Score, calculated as follows:

Recall x Precision
Fl =2 4
* Recall + Precision “)

4) Accuracy, calculated as follows:

A TP+ TN )
T prd
Ay = TrpITN+ FP+ FN

5) Area under the curve(AUC). The model performance
is determined by looking at the area under the ROC curve (or
AUC). High AUC means the model has a good measure of
separability.

The following tables shows the results on these 5 metrics.
Since F1 score is calculated using Recall and Precision, we
will only demonstrate the F1 Score.

Table 2. Results of Randomly Initialized Weights

Model F1-Score(%) Accuracy(%) AUC(%)
VGGI16 71.73 67.00 80.36
ResNetl8  72.37 65.02 77.18
ResNet50  71.05 67.49 76.82
Densel21  73.93 7291 82.51
Dense 169  73.64 71.43 79.48
Table 3. Results of Pretrained Weights
Model F1-Score(%) Accuracy(%) AUC(%)
VGG16 75.12 74.88 82.84
ResNet18  83.57 82.76 89.29
ResNet50  78.26 78.33 99.02
Densel21  78.00 78.33 88.02
Dense 169 79.80 79.80 89.09

As we can see from Table 1 and Table 2, the improvement
of transfer learning to the task is of great significance. The
3 metrics demonstrated show great improvements of perfor-
mance, the best F1-Score, Accuracy, and AUC improve by
9.64%, 9.85%, and 6.78% respectively. In addition, while the
DenseNet-121 seems to perform the best when the weights
are initialized randomly, after applying pretrained weights,
the ResNet18 become the best performing model of all, reach
an accuracy of 82.76%.
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Fig. 3. The accuracy against prune ratios on different layers.

Given the results of randomly initialized weights and pre-
trained weights, we can see that transfer learning can help
the model reaching better performance, especially when the
dataset is not sufficient to train complex models. By applying
transfer learning, the best accuracy of our 5 models improves
by 9.85%, for ResNet18 especially, the accuracy improves by
17.74%, which proves the significance of applying transfer
learning to this task.

5.2. Pruning

In this experiment, how different prune ratio for different
layers affects the model accuracy is tested and compared on
resnetl8, as resnetl8 actually shows best performance in ac-
curacy in transfer learning. Here the prune ratio means that,
when all the weights in a layer are sorted by their absolute
values, the weights whose position range from zero to (per-
centage*sorted array length) in sorted array will be pruned.
The experiment goes in this process: First train the resnet18
model with transfer learning, then a specific layer will be
pruned from O percentage to 90 percentage, and the accuracy
of the model for different percentage will be recorded. After
this, the weights of this layer will be reset to original, and
then continue the same process for the next layer to be tested.
We chose 5 convolutional layers and one dense layers for
testing, and the 5 convolutional layers are chosen uniformly
from all the convolutional layers.

The intuition of pruning is that as we prune more weights,
the accuracy will also fall accordingly. However, from the
result in Fig.3 and Fig.4 we can see that for shallow layers,
the curves actually follows our expectation, however for deep
layers like conv15, no matter how much we prune the accu-
racy remains almost the same, while for conv18 the curve is
vibrating seriously. Same for dense layer, the accuracy is even
almost not changing at all with only very few vibrations. This
is very abnormal, one possible explanation to this might be
that the deeper layers are not learning from the dataset effec-
tively.

5.3. Tucker Decomposition

For the experiment of tucker decomposition, resnetl8 is
also chosen and trained before the experiment.As discussed
above, let ¢ be the input channels, f to be the output chan-

Fig. 4. The accuracy against R2_ratio for different
Rl_ratio

nels, then after tucker decomposition, there will be two extra
layers between input layer and output layer with channels
to be R1 and R2. In the experiment, for a specific layer,
R1 will be set to be R1_ratio*c, and R2 will be set to be
R2_ratio*f, where c and f are the input and output channels
for this layer. All combinations of (R1_ratio, R2_ratio)
where (R1_ratio=i/8, R2_ratio=j/8 for (i=1...8, j=1...8)
will be tested, and the result is shown in Fig.5, where the
xlabel is R2_ratio, and every single curve correspond to
a Rl_ratio. From the figure we can see that for big-
ger R1_ratio, as R2_ratio increases, the accuracy also
goes up. As for smaller R1_ratios, the model is working
badly no matter how big is the R2_ratio, and this actually
matches our expectation, as how tucker decomposition works
indicates, the bigger R1 and R2 is, the closer the reconstructed
weights to the original weights will be. What is interesting is
that, for R1_ratio and R2_ratio biggher than 0.75, these
settings can both reach same level of accuracy, and as these
ratios goes up. This may indicate that the model maybe is
not learning the features of the CT images very well, or the
dataset is too small.

6. CONCLUSION AND FUTURE WORK

In this report, we study how to build deep learning models
to diagnose COVID-19 using a small dataset COVID-CT. We
choose 5 different CNN architectures to experiment their per-
formance on the given classification problem. We also per-
form data augmentation to remedy the negative effect of a
small dataset. In addition to train the model using randomly
initialized weights, we apply transfer learning to further im-
prove the performance of the models, which leads to 9.85%
improvement for overall best accuracy, 17.74% improvement
for best model accuracy, and the best accuracy of our models
reach 82.76%. We also experiment on the influence of Tucker
Decomposition and Pruning on the model, discuss the pos-
sible reasons and methods to achieve further improvement.
Our future work will include applying transfer learning on
other well-developed datasets which consists of CT images,
using more state-of-the-art models to perform such classifica-
tion task, and research on how to better train the deep layers.
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9. COMMENTS & REPLY

9.1. Group 21

- Comment: Some of the slides have too many words and the
font size is small, such as ‘Background’, which can be intro-
duced by presenter in the video to make the slides clearer.

- Reply: We sincerely apologize for the unpleasant watching
experience of our presentation, we will adjust our slides and
present better.

- Comment: When the results plots of Tucker Decomposi-
tion and Pruning are shown, there’s no x/y axis labels, which
makes the plots unclear.

- Reply: We sincerely apologize for the unclear graphs in
our presentation, we will adjust our slides and present better.
Also, we’ve added the final version of the graphs in our re-
port.

- Comment: Please explain how the models were trained,
are parameters of these models the same? And please explain
briefly all the terms that were used in the Result slides, how
to compare models based on these different terms

- Reply: In our report, we explain how we choose the pa-
rameters (e.g learning rates, optimizer, loss function, etc.).
Basically we choose the same hyper parameters based on the
specific task, not on models. Also, the metrics are explained
in details in our report, I hope that helps.

9.2. Group 27

- Comment: Is 80% diagnosis accuracy high enough for
disease prediction?

- Reply: This is a good question. The short answer is yes
and no. In a typical binary classification problem, the 80%
overall accuracy may be not an excellent result since nowa-
days machine learning (or deep learning) can achieve a really
low error rate (less that 1%, even better than human beings)
on some specific topics. Therefore on one hand, we may say
80% 1is not enough for disease prediction when use solely.
Solely means we only use this model for COVID-19 diagno-
sis. However, here we are trying to develop an aid diagnosis
method, which can be combined used with standard test ap-
proach to ensure the highly accurate result. For example, we
can use our model to filter out a majority of negative suspects
by setting the cut-off threshold to retain a high recall rate
(greater than 99%). Then for positive suspects, we continue
to use test kits for further detection. In this way, we ca avoid
most of the unnecessary tests while ensuring getting reliable
results. On the other hand, since currently we cannot gather
a large number of cases for COVID-19, 80% accuracy seems
to be an acceptable result given the current situation. In the
future if more data can be available, we can further improve
the accuracy.

- Comment: The Tucker Decomposition can be presented
more clearly.

- Reply: We apologize for not presenting clearly for this part.
We will discuss in a more detailed way in our final report.

- Comment: Avoid having paragraphs in you presentation.

- Reply: We apologize for adding too much stuff in our slides.
We were trying to present more information and didn’t expect
that counterproductive effect. We will keep this suggestion in
mind and avoid it next time.

- Comment: The graph lacks x/y axis.

- Reply: A similar comment as given by group 21. We sin-
cerely apologize for the unclear graphs in our presentation,
we will adjust our slides and present better. Also, we’ve
added the final version of the graphs in our report.

9.3. Group 32

- Comment: This talk didn‘t provid any highlight why they
choose to use deep learning to do CT diagnosis prediction.

- Reply: This CT diagnosis prediction task can also be
viewed as a image classification problem, and for image clas-
sification problems, deep learning models shows state of the
art performance, which explains our choic.

- Comment: The feature extraction part as well as the loss
function is not shown and explain

- Reply: Sorry for missing them, the loss function is just the
normal cross entropy loss

- Comment: What is the benefit of decomposition and prun-
ing, have the authors tried a smaller network rather than
pruning on ImageNet network?

- Reply: Because a bigger model means a bigger search
space, which also indicates a higher accuracy. In other words,
by training bigger network we can have high accuracy first
and then balance between performance and accuracy. But
that is also a good idea, we will try that in the future.

- Comment: The ResNet-18 result is better than ResNet-50,
similarly for DenseNet-121, which is quite strange

- Reply: Yes, as you can also see in the paper, after running
pruning experiment, we also see that deep layers are learning
worse from the features, and that will be our future work to
better train the deeper layers for our models.



