
Replies to Critical Reviews

Critical review from team 4:
This talk thoroughly explained the Kaggle dataset, preprocessing of data by adding Gaussian noise, and
the custom CNN model. They compared the custom model to a VGG-like model and the ResNet-v1
model, and the custom model had a better validation accuracy. Their custom CNN model uses fewer
parameters than both VGG and ResNet and is faster than the other models. They did a good job on
preprocessing the dataset via feature extraction, which is important in improving the overall performance
of the model.

Thank you!

Since the goal is to detect heartbeat irregularities, the traditional method requires a lot of work and time.
To make improvements from the traditional method, will your model work in real-time with the data
preprocessing, feature extraction, and addition of noise? How are you going to make your model fast and
accurate? This way we can give an early warning instead of collecting data and then process it, which will
use extra time.

We added Gaussian noise only to the training samples as mentioned in the second paragraph of the
Spectrogram Generation section on page 2. The models’ inference times are around milliseconds which is
very fast for our problem. Similarly, the addition of the feature extraction values only took around two
minutes on the noisy dataset, which consists of over 800 samples.

We made fast predictions through the custom CNN model as it uses depthwise convolutions. The training
time is shown in Table 3. We attempted to make accurate predictions through techniques such as
monitoring the validation accuracy during training, which we mentioned in the first paragraph of the
Experiments - Custom Model section on page 3. We also experimented with various models to improve
performance, but our models were not as accurate as we had hoped.

Critical review from team 30:
The project is based on implementing a deep learning classifier for classifying heartbeats and detecting
irregularities. The problem and feature extraction has been explained clearly. The dataset consists of 435
wav files, which had to be classified into 4 classes. The dataset/files are transformed into spectrograms
and the class imbalance problem is solved by generating synthetic data. The comparison of various
methods has been put forward, which is also commendable. The baseline and custom architectures have
been explained clearly.

Thank you!

1. The data seems to be limited, however, deep architectures have been used to solve the problem. I
understand that augmentation of data was performed, however, without regularization, such deep



networks usually will tend to overfit the data. It would be great if how the overfitting problem
was handled could be explained in more detail.

Our dataset is indeed very limited. Deep architectures have been used to solve this problem in
the past, but we are unaware of any work that has obtained good results on the dataset we are
using. We discuss the overfitting problem of the preliminary models in the Experiments - Custom
Model section on page 3. We used a much smaller custom CNN model to handle overfitting. For
our DenseNet model, we used L2 regularization and dropout layers as discussed in the Methods -
DenseNet section on page 3.

2. There may be loss of data due to the sound - spectrogram data conversion. This loss of
information could lead to lower accuracy of the network in the real world scenario.

Any data conversion has the risk of data loss. We expect this data loss to be minimal as 1) our
spectrograms are larger than the original sound files in terms of size and 2) common
approaches have made this conversion and still obtained good results.

Critical review from team 37:
This group introduces the problem of detecting heartbeat sound irregularities using machine learning/deep
learning approaches and developed a custom CNN model that improves from the ResNet and VGG-like
models as it is simpler and more efficient. Comparison with DenseNet and SVM models are in progress.

Highlights:
● Balancing the classes of the dataset by generating noisy samples
● Preprocessing of the dataset by adapting various feature extraction methods
● Detailed description and/or comparison of model architectures
● Significant performance improvements over baseline models

1. Is the dataset size large enough to train the model used for this problem? Would the results
generalize to a larger test set?

The dataset is indeed not large enough to train deep learning models. We tried to deal with this by
adding more samples through synthetic data generation as discussed in the Spectrogram
Generation section on page 2. Considering our models do not perform as well as we expected, we
do not think our model will generalize well to an even larger test set.

2. Is class prediction accuracy the only performance metric fit for this problem?

We added precision, recall, and F1 score for our best models on the noisy dataset. This can be
seen in Table 4 on page 4. We also added confusion matrices for better visualization of model
performance.



3. Adding confusion matrices can better visualize and compare the classification performance of
different models.

Correct. We added confusion matrices for our best models in the Experiments section on pages 3
and 4.

4. The loss graph is hard to read (3 models * 2 loss).

Since we have limited space and it is important to compare losses, we leave this plot as is. Even
though it may look complicated, it can be read with the help of the legend we provided.

5. Reason for choosing the baseline models is unknown.

We began with the VGG-like model as it is a very popular CNN model. Since the VGG-like
model was very GPU expensive, we then chose ResNet as one of our team members had worked
with it before and it was less GPU expensive than VGG.

6. State-of-the-art methods from prior research are briefly discussed, but not implemented for
comparison on this problem (e.g. RNN, LSTM, CNN [4], etc.)

The presentation rubric stated that we should mention approaches that have been used to solve
our problem in the past. We opted on the models outlined in the Methods section on pages 2 and 3
to solve the problem. Further, due to time limitations, we decided to address class imbalance
before experimenting with more models.

7. What is the final verdict on the problem (i.e. comparison of Custom CNN vs. DenseNet?)

See the Conclusion on page 4 for the final verdict.
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ABSTRACT

Cardiovascular diseases, such as heartbeat irregularities,
are a leading cause of death globally. Heartbeat irregulari-
ties can evolve into serious conditions if misdiagnosed, plac-
ing huge strain on medical professionals to correctly analyze
thousands of heartbeat sounds. The advancement of AI tech-
niques has opened a doorway to combat this challenge. In this
work, we explore machine learning models to classify hear-
beat sounds. We utilize a custom model, DenseNet, and Sup-
port Vector Machine. Results illustrate that our models per-
formed well on certain classes, but underperformed on others.

Index Terms— heartbeat sounds, audio classification,
neural networks, deep learning, ML, CNN, DenseNet, SVM

1. INTRODUCTION

A significant challenge facing the healthcare industry is the
accessibility to fast and accurate diagnosis of cardiovascular
disease. Detecting a heartbeat irregularity is a laborious and
high-stake process given that a patient’s life depends on the
professional to detect sometimes minute heart irregularaties.
With the advancement of deep learning, this problem could
be solved via neural networks to increase diagnosis accuracy.

Convolutional neural networks (CNNs) have become the
standard method for image classification tasks. Since irregu-
larities are noticeable in the sound wave’s frequency represen-
tations, we can use spectrograms to transform the classifica-
tion of sound waves from an audio classification task to an im-
age classification task. This paper presents DenseNet, SVM,
and a custom CNN model, which take in images as input and
outputs a predicted heartbeat classification from the follow-
ing classes: artifact, extrahls, murmur, and normal. One chal-
lenge we face is the skewed class distribution of the normal
class, a property of real world heartbeat classification tasks.

2. RELATED WORK

The association between deep learning and heartbeat sound
classification is in no way novel. Existing work is present to
tackle the problems of heartbeat sound classification. Raza
et. al. [1] proposed a Long Short-Term Memory (LSTM)
model to classify heartbeat sound as an initial step in diag-
nosing heart disease. While a novel contribution, an LSTM

requires many parameters and heavier preprocessing to estab-
lish the timesteps in the training process, which may not be
feasible for edge devices.

Further, Li et. al [2] described a CNN framework that
utilized global average pooling and multiple feature extrac-
tion techniques to classify such sounds. Tiwari et. al. [3]
performed heartbeat sound classification by utilizing the
Mel-Frequency Cepstral Coefficients (MFCC). This allowed
the model to identify probable irregularities in the heartbeat
sound signal. This work achieved high accuracy, but used the
PhysioNet dataset [4], which consists of only 176 data points.

A Support Vector Machine (SVM) [5] is another widely
used model that has showcased very promising results. Kedir-
Talha et. al. [6] applied the SVM algorithm with a Radial
Basis Function kernel to perform heartbeat classification. The
SVM algorithm itself relies on the use of a neural network that
can select the most important time features of each heartbeat.
These time features are used in the SVM to build a diagnostic
system for modeling and classification of a heartbeat.

3. DATASET AND FEATURES

3.1. Dataset

We used the Heartbeat Sounds dataset from Kaggle [7]. The
dataset consists of approximately 800 heartbeat sounds from
two different sources: the general public via the iStethoscope
Pro app and clinical trials in hospitals using the digital stetho-
scope DigiScope. The data is given as audio files of length be-
tween 1 and 30 seconds and are labeled with one of five differ-
ent categories: artifact, extrahls/extrastole, murmur, normal,
or not defined. We used 435 of the provided heartbeat sounds
as only 435 had a defined label. Table 1 provides the class dis-
tribution. Further, another predictive task probable with our
dataset is a simple binary classification to determine whether
a heart irregularity is present in a sample or not.

Class Number of Samples
Aritfact 40
Extrahls 64
Murmur 100
Normal 231

Table 1. Class distribution for original dataset



3.2. Spectrogram Generation

Rather than performing audio classification on the wave-
forms, we turned this into an image classification task by gen-
erating spectrograms of each waveform. Using the LIBROSA
[8] Python package, we first performed a short-time Fourier
transform [9] of the waveform to build a time-frequency do-
main representation of the audio. We then converted this
representation to decibels, plotted the spectrogram on a log
scale, then removed axes and labels. An example of generated
spectrograms for each class can be seen in Figure 1.

Fig. 1. Original spectrograms

Table 1 highlights the class imbalance of the original
dataset. We addressed this by generating synthetic data for
the underrepresented classes. Before doing this, we set aside
80 samples for the test set and left them untouched. For the
remaining samples, we created random Gaussian noise using
the NUMPY [10] Python package and applied it to the neces-
sary images using the OPENCV [11] Python package. We did
this for all but the normal class due to its large distribution.
This resulted in a slight doubling of the number of samples,
from 435 to 956. As shown in Figure 2, the noise is subtle
and does not completely alter the image. Table 2 shows the
resulting class distribution after the synthetic data generation.

Fig. 2. Noisy spectrograms

Class Number of Samples
Aritfact 220
Extrahls 245
Murmur 260
Normal 231

Table 2. Class distribution after synthetic data generation

The generation of synthetic data resulted in two datasets:
the original/imbalanced one and the noisy/balanced one. We
used 80 samples for the test set and performed a 17% split on
the rest of the data for the training and validation sets. Thus,
for the original dataset, we had 291 training samples, 64 val-
idation samples, and 80 test samples. For the noisy dataset,
we had 719 training samples, 157 validation samples, and 80
test samples.

3.3. Feature Engineering

Feature engineering is the process of extracting features from
the raw data to improve predictions. Before extracting fea-
tures, we transformed each spectrogram into a feature vector
of values. Each vector is of size 271× 624× 4. We then used
the LIBROSA [8] library to extract the four following feature
values: zero crossing rate, spectral centroid, spectral band-
width, and Mel-Frequency Cepstral Coefficients (MFCCs).

Zero crossing rate is the rate of sign changes along a sig-
nal during the duration of a given frame [12]. This feature has
been commonly used in speech recognition tasks [13]. Spec-
tral centroid indicates the center of gravity of a spectrum [12].
Spectral bandwidth specifies the resolution of a signal [14].
MFCCs are the coefficients that describe the overall shape of
a spectrum [12]. These coefficients are the most common fea-
tures extracted in sound classification [15].

After extraction, we concatenated the mean of all four fea-
ture values to their corresponding feature vector. This resulted
in a new vector of size 271 × 628 × 4 for each sample. The
feature vectors were then normalized to lie between 0 and 1.

4. METHODS

4.1. Preliminary Models

We developed two preliminary models to understand the per-
formance of different deep learning models on our data. The
first model is a VGG-like model, which uses convolutional
blocks defined in the original VGG architecture [16]. These
blocks consist of 2 convolutional layers and a max pooling
layer. Since our data has significantly less training samples
than ImageNet (a dataset that the original VGG models were
trained on), we desgined our VGG-like model to be much
smaller. This resulted in a shallow model with a large number
of parameters as our data has a large spatial size. The second
model is the ResNetv1 (20-layer version) [17]. It is a deep
model, but has a lesser number of parameters than the VGG-
like model. The results of these models are briefly explained
with comparisons in the Experiments section.

4.2. Custom Model

Preliminary results show that the VGG-like and ResNetv1
models overfit to our data as the former is overparameter-
ized and the latter is very deep. Therefore, we designed a
model that is shallower than ResNetv1 and has lesser param-
eters than the VGG-like model. The model starts with a nor-
mal convolutional layer and a max pooling layer. For the max
pooling layer, we used a 2×4 kernel to reduce the input width
as it does not carry vital information. We then used depthwise
and pointwise convolutions with the design specifications of
the preliminary models since they require very few parame-
ters and have proven to be effective in the MobileNet archi-
tecture [18]. Depthwise convolution uses a single filter for



(a) Custom model (b) DenseNet

Fig. 3. Model architectures

each channel of the input, resulting in an unchanged channel
size [19]. For these convolutions, we used a stride of 2 to
decrease the spatial size. Pointwise convolution is a normal
convolution operation with a kernel size of 1× 1, and is thus,
a linear combination of its input [19]. Each of these convolu-
tions are followed by ReLU activation. We also used global
average pooling after the convolutional layers to decrease the
number of parameters to the following dense layer. Unlike
MobileNets, we did not use batch normalization after each
layer as our dataset has a limited number of samples. The
layers of our custom model are shown in Figure 3(a).

4.3. DenseNet

DenseNet is a CNN model where each model layer is con-
nected to every other layer deeper than it [20]. Though pre-
liminary results show that deep or overparameterized models
overfit to our data, we experimented with DenseNet (a model
known to be quite deep) as it is a new model. We used the
DenseNet121 model from the TENSORFLOW [21] machine
learning library. We removed the model’s top layer to fit our
data and attached the layers shown in Figure 3(b). Each layer
has an L2 regularization value of 1e−4 and is followed by
ReLU activation. Dropout layers with dropout percentage
of 40% were also added between each dense layer to reduce
overfitting. Further, we did not use pre-trained weights as our
data is quite different from those on ImageNet.

4.4. Support Vector Machine

An SVM is a supervised machine learning model that is typ-
ically used for classification [5]. The model uses a subset of
training points called support vectors to define the classifica-
tion boundary. Based off of results in existing work [6], we
decided to explore the effectiveness of SVM with our data.
We used SCIKIT-LEARN’s [22] SVM implementation.

5. EXPERIMENTS

We used the accuracy metric for experiements on the origi-
nal dataset to obtain an initial understanding of model per-

Fig. 4. Loss of ResNetv1, VGG-like, and the custom model
during training

formance. For experiments on the noisy dataset, we added
precision, recall, and F1 score metrics. These metrics pro-
vide a better understanding of how our models are actually
performing as they take into account class imbalance. Scores
closer to 1 generally indicate good model performance.

5.1. Custom Model

We trained ResNetv1, the VGG-like model, and our custom
model for 80 epochs. The validation accuracy is monitored
after each epoch and the model is saved only if the validation
accuracy improves. This is necessary as any deep learning
model can overfit to our limited data if trained for a sufficient
number of epochs. We used categorical cross entryopy [23]
for the loss. The training loss of the models shown in Figure 4
display clear overfitting for the VGG-like and ResNet models.
Though the loss increased for the custom model, it does so at
a much later epoch. Table 3 indicates that the custom model
trains faster and produces the best test accuracy with 77.27%.

Once we validated the custom model, we trained the
model on the original dataset again using another random
seed that had a more balanced test set. We used the Adam
optimizer [24] with a learning rate of 1e−3 and a batch size
of 32. The confusion matrices for the custom model on the
original and noisy datasets for that seed are shown in Figure
5. These results show that the model can differentiate artifact
heartbeats well. However, predictions on the noisy dataset are
more heavily skewed to the normal class than on the original
dataset. Metrics on the noisy dataset are shown in Table 4.

(a) Custom model confusion matrix on
original dataset

(b) Custom model confusion matrix on
noisy dataset

Fig. 5. Confusion matrices for custom model



Model Test
Accuracy

(%)

Number of
Parameters

Training
Time Per
Sample

VGG-like 68.18 35M 10ms
ResNetv1 66.67 313k 23ms
Custom 77.27 73k 2ms

DenseNet 70.00 7M 26ms
SVM 63.00 N/A N/A

Table 3. Test accuracy, number of parameters, and training
time per samples of our models on the original dataset

5.2. DenseNet

We trained our DenseNet model on both the original and
noisy datasets with the same set of hyperparameters to com-
pare accuracy. We trained the model for 100 epochs, used
standard Gradient Descent [24] as the optimizer with a learn-
ing rate of 1e−4 and a momentum rate of 0.9, and categorical
cross entropy [23] for the loss. We used a small batch size of
8 as the model is quite deep, and thus, GPU expensive.

The model produced a test accuracy of 70% on the orig-
inal dataset as shown in Table 3. In comparison, the model
produced a test accuracy of 54% on the noisy dataset. More
results on the noisy dataset can be found in Table 4.

(a) DenseNet confusion matrix on orig-
inal dataset

(b) DenseNet confusion matrix on
noisy dataset

Fig. 6. Confusion matrices for DenseNet

The confusion matrices for DenseNet on the original and
noisy datasets are shown in Figure 6. Even when addressing
class imbalance, it is clear that the model still overfits to the
normal class. Similar to our custom model, DenseNet makes
good predictions on the artifact and normal classes, but fails
on the extrahls class. This means that the model has trouble
learning the spectrogram features of extrahl heartbeats.

5.3. Support Vector Machine

With no hyperparameter tuning, SVM achieved a 63% accu-
racy on the original dataset and 52% accuracy on the noisy
dataset, which can be seen in Table 3 and 4, respectively.
We used SCIKIT-LEARN’s [22] RandomizedSearchCV func-
tion with a defined parameter grid to tune hyperparameters.
As the search took 50+ hours, we resized the images to re-
duce this search time. However, even after image resizing and

Model Test Ac-
curacy

(%)

Precision Recall F1 Score

Custom 47.00 0.62 0.47 0.42
DenseNet 54.00 0.47 0.54 0.48

SVM 52.00 0.65 0.52 0.45

Table 4. Test metrics of our models on the noisy dataset

hyperparameter tuning, we were unable to achieve higher ac-
curacy. We hypothesize that further feature extractions of the
important frequency components of the spectrograms would
need to be performed.

Figure 7 shows the confusion matrices for SVM on the
original and noisy datasets. Similar to DenseNet and our cus-
tom model, SVM overfits to the normal class on the origi-
nal dataset. Unlike the two models, SVM overfits to the ar-
tifact class on the noisy dataset. The reason for this can be
attributed to the fact that we created more synthetic artifact
samples than any other class as artifact was the least repre-
sented class in the original dataset. The existence of convolu-
tional layers in DenseNet and our custom model could explain
why they do not overfit to the artifact class.

(a) SVM confusion matrix on original
dataset

(b) SVM confusion matrix on noisy
dataset

Fig. 7. Confusion matrices for SVM

6. CONCLUSION

In this paper, we used machine learning models to classify
heartbeat sounds. We applied Gaussian noise to the original
dataset to address class imbalance. On the original dataset,
the custom model made better predictions on the murmur
class in comparison to DenseNet and SVM. On the noisy
dataset, DenseNet provided the best results among the classes
as a whole with the model producing the highest F1 score
value of 0.48. This can be attributed to how the model’s
layers are connected, providing maximum information flow.
However, the big picture depicts that our models were unable
to classify the heartbeat sounds up to the precision that we
were expecting. No model performed well on the extrahls
class. Further work could utilize different models on the
same dataset or reuse the same models on a different dataset
in attempts to improve predictions.
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