
Replies to Critical Reviews

Critical Review from team 19:

• The presentation is fluent
• The introduction and explanation are great
• The sides are clear
• The study is comprehensive, especially comparison among different models
Thanks.

• Why do you need to resize to 35*35 in the pre-process?
For our classification use case, CNN architectures require a fixed input shape to be defined, see
p2 paragraph 1. We chose 35x35 because these are extracted from the average dimensions of
a face, see p2 paragraph 1. With such small input image resolutions, we also experience faster
training and evaluation.

• Since we found there are some current results on Kaggle, we are wondering whether you
compared your results with them. Is anything improved in your process?
Not sure which Kaggle results are being referred to here, but for the algorithms we used, there
were no previous works we found that had the 3 classes (i.e. not masked, incorrectly masked,
correctly masked) we used. Some previous Kaggle work classifies for 2 classes (not masked,
correctly masked), see p2 paragraph 3.

• We are curious about the previous studies, but we did not see the literal review in your
presentation
We discussed methods used in previous related studies in the “Related Works” section of the
paper, see Section 2. This was also discussed in slide 3-4 of the presentation.

• We are wondering could you introduce your custom CNN in more detail. For example, how
many convolution layers in the models? Do you decrease or increase layers in your model and
see the influence? Do you refer to some well-known models? Do you try to use some features
from some well-known models?
We would like to have done so in our presentation, but did not due to the time limit. The model
details we derived alone (Not referencing well-known models) are shown in our paper, see p2
figure 3. The Conv2D layer details are not mentioned because the inputs and outputs of the
Conv2D layers are defined in figure 3 which is a practice commonly employed in CV papers .
Our layer modifications are detailed, see p3 figure 4. Additional testing showed that decreasing
layers led to lower accuracy while increasing layers led to more overfitting, so neither
outperformed the best CNN we found.

• Why do you choose Tanh as the activation
We choose both ReLU and Tanh to see which performs better. Both are common activation
functions.



Critical Review from team 20:

Overall, the group clearly introduces their work of facemask detection and classification. In
addition, they express their ideas and work process in a detailed and straight way that can help
others not familiar with the topic understand and appreciate their efforts. How they deal with the
issue of dataset imbalance, metrics used to evaluate and explored models are explained in
detail and impressively.
Thanks.

• The dataset looks it does not have enough images for deep CNN learning. It only has 853
images and only 80% of them are used in training. How can you make sure that the model
trained on this dataset can be generalized to another target domain dataset? Can you do some
data augmentation such as wrapping images or generating images by GAN?
Due to our short timespan to work on this project, our experiments were meant more to explore
potential best models rather than train a fully-optimized and full-trained model. As such, we did
not perform data augmentation to create a larger dataset or try to create a model that would
generalize to other target domains. However, one clarification is that the original Kaggle dataset
has 853 images, but it has 4072 faces (see p2 paragraph 1) which we treat and use
independently for training/validation/testing.

• For the part of dataset imbalance issue, it’s a good way to adjust loss function accordingly. But
can you explain more on the key idea of the computation of weight of each class? Why you
choose the 98 as denominator? And why not to normalize the weight?
We use 98 because our training dataset has 98 incorrectly masked faces, see p2 paragraph 4.
More weight is given to less frequent classes in the dataset distribution through this
numerator/denominator manipulation.

• In the Model Details, can you explain more on the design of the custom CNN? And why you
choose Tanh as the activation in some layers? Can you explain how batch normalization help in
this model?
The model details are mentioned in our paper as Conv2D layers with varying input/output
dimensions, see p2 figure 3. Our layer modifications are detailed, see p3 figure 4. Our activation
functions were chosen because they are the most common top-performing activation functions
and we wished to do a comparison between their performance. Batch normalization is applied
after some activation functions to normalize and multiply/add some weight. This keeps outlying,
large weights from skewing training steps.

• In the future work, why you think Faster R-CNN can reach a better result? And how could
more layers help increase the performance due to this leads to worse accuracy in some cases
We think directly training Faster R-CNN can reach a better result in the future because it has
layer structure designed for classification tasks, but was held back since it was trained via
balanced CrossEntropyLoss on a different dataset of 1000 unique classes. As such, performing
worse than our custom model was not too unexpected, but we expect it has potential to do
better.



Regarding using more layers in the future, we mentioned potentially using more varying types of
layers in the future, not more layers, though that is a potential way to try to improve our model.
To deal with potential overfitting from too many layers, we would add skip layers as well as
dropout layers.

Critical Review from team 36:
• Great work on the presentation, the group demonstrated a great understanding of the material.
The objective to overcome applications of current face mask classification; masked, not
masked, or incorrectly masked was clear and concise. The comparison of the custom model
added to the research was impressive as it concluded to be the most effective model with the
highest average class accuracy
Thanks.

• What was the motive behind experimentally adding a custom CNN architecture? I.e., why was
BatchNormalization and ReLU vs. tanh activation functions specifically chosen?
We wanted to see if we could come up with a better performing classification model. Our
activation functions were chosen because they are the most common top-performing activation
functions and we wished to do a comparison between them.

• For discussing the model results, a suggestion would be to split the result tables by the model
basis then possibly end with a comparison of the top 3 models. It was difficult to follow when
discussing a specific model.
Thanks, we will do that in future presentations.

• Please elaborate the correlation between the Loss Curves for Best Model and the Confusion
Matrix for Test Set?
Both represent the results of our best performing model (Custom CNN with ReLu + BatchNorm),
The curves show a model’s general accuracy/loss in training (to observe any overfitting or other
training phenomenon) while the confusion matrix shows a model’s class-specific accuracy on
the test set for evaluation purposes, see Section 5.

• Would you speculate that the geometric constraint of each individual’s mask is a plausible
causation of inaccuracy
We feel most face masks that are typically worn cover the same areas (i.e. nose, mouth) and so
shouldn’t have too large an impact on model inaccuracy. This is shown in the results of our top
face mask models performing well on the correctly masked class, see p4 figure 4. The likely
culprit for inaccuracy is lack of training data and low resolution images, see p4 paragraph 1.
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ABSTRACT

Prominent health officials clearly stipulate the benefits of face
mask usage and stress wearing them correctly during the pan-
demic. As such, we train and compare various different CNN
models to detect if people are wearing masks correctly or not.

1. INTRODUCTION

In the midst of the COVID-19 pandemic, the CDC recom-
mends everyone wear face masks when in public to prevent
spread of the virus [1]. Many states like California have man-
dated mask usage in “public and workplace settings where
there is high risk of exposure” [2]. Hence, it is important to
identify individuals who are not or incorrectly wearing masks
to reduce viral spread and protect those at higher risk. Store
owners, restaurant managers, and other executives need to be
informed when people are not following public mandates in
gathering hotspots. Our project solves this through a deep
learning approach that can classify a face in one of three
classes: masked, unmasked, masked incorrectly.

The input to our algorithm is an image of any size with
any number of faces. We use a face detector [3] to extract all
faces in an image, resize them into standard 35x35 pixels, and
pass them into our model. Then, we use a neural network to
output a class prediction of each face as masked, unmasked,
or masked incorrectly. Our code then bounds colored squares
around faces in the original image indicating the correctness
of mask usage for each face.

In this project, we reuse some classification training code
from Nikhil Pathak’s ECE 176 Final Project.

2. RELATED WORK

Mask classification is a relevant topic due to COVID-19 and
many previous approaches have been used to try to solve it.
One such method is Transfer Learning which uses pretrained
feature extractors of highly accurate models such as Resnet
[4] or VGG [5]. These models are trained on large datasets
for many epochs and have shallow feature-extracting layers
which can be repurposed for different classification tasks.
Transfer learning is a common and effective approach, re-
quiring less computational resources during training. While
VGG networks use deep architectures with “small (3x3)

convolution filters” [5], Resnet networks use even deeper
architectures that learn residuals through skip connections to
tackle vanishing and exploding gradient issues. Both perform
very well at classification tasks and can be repurposed for
our mask classification project. Some methods which have
specifically been used to solve the face mask classification
problem include a 2 stage CNN [6] as well as a VGG-16
network composed of convolutional layers [7].

Another method to detect masked or unmasked faces is
YOLOv3 [8] which consists of blocks containing 1x1, 3x3
convolutions followed by residual layers. The input of each
block is added to a processed layer’s output which applies
transfer learning using a pretrained model and freezing all
layers except the last 3. Alternatively, Faster R-CNN [9] is
a widely used state-of-the-art object detection algorithm that
generates bounding boxes by extracting features with a region
proposal network (RPN) algorithm. Then, it passes features
through CNN layers and classifies objects in the image. The
key is that RPN is used to extract features. Unlike YOLO,
localization and classification happen in separate networks
making Faster R-CNN slower. It uses simple convolution lay-
ers with 3x3 kernels followed by the RPN and then a detector
network. Both algorithms can be modified to detect if people
are wearing masks[10].

3. DATASET AND FEATURES

We use a Face Mask Detection dataset obtained from Kaggle
[11] which has 853 images with potentially several people in
each image. Each image has ground truth bounding boxes
for every person and ground truth labeling if they are cor-
rectly masked, unmasked, or masked incorrectly. This dataset
is useful for tasks such as face detection and face-mask clas-
sification which our project focused on. We choose this task
for its feasibility and how thorough we can be with our exper-
iments. Though face detection is more difficult than image
classification, we still researched the task and used some ele-
ments of it in our overall algorithm. While solving face mask
classification, we also improve on the existing Kaggle CNN
work [12] that inspired this project. The many experiments
we ran give us a lot to learn from–specifically, what elements
of a network benefit classification accuracy.

The Kaggle Face Mask Detection [11] shown in Fig. 1
contains 853 images. Since the images have no set resolu-



Fig. 1: Original Images from Face Mask Detection Dataset

Fig. 2: Extracted Faces from Face Mask Detection Dataset

tion or aspect ratio, we preprocessed them. To train our clas-
sification model, we isolated each face in all the images to
form our own face dataset. The 853 images have 4072 la-
beled faces given in the dataset annotations. Each annotation
contains bounding box information of each face in an image.
We form training/validation/testing splits of 80%/10%/10%
totalling 3257, 407, and 408 faces. The faces of this dataset
come from different angles, sizes, and distances so the size of
each extracted face is not constant as seen in Fig. 2. How-
ever, CNNs require fixed input shape for our classification
use case. To account for this, we calculated the average width
and height of the faces in the dataset to be 31.15 pixels wide,
35.00 pixels tall. Then, for pre-processing, we resize all face
images to 35x35 and normalize them according the mean and
standard deviation of ImageNet [13]. Using ImageNet nor-
malization constants is commonplace because ImageNet is a
massive dataset of 14,197,122 images.

4. METHODS

To solve this 3-way mask classification task, we use CNNs, an
approach widely used across image tasks due to its strength in
parameter sharing and translational invariance [14]. Specif-
ically, we use transfer learning which applies knowledge
gained while solving one problem to a different, but related
problem” [15]. We use models pretrained on ImageNet [13]
and modify the final layer which leverages the strong feature
extraction portions of state-of-the-art models.

The Kaggle submission [12] only trained a VGG-19
model on a dataset that contained 2 classes, masked and un-
masked, by applying the pretrained model to images in the
Face Mask Detection dataset. This was done by extracting
the faces with an OpenCV face detector and running them
through a binary classifier CNN. For our project, we solved
a 3 class classification problem with classes: masked, un-
masked, and masked incorrectly. We train, evaluate, and
test our models using the Face Mask Detection dataset [11]
mentioned in Section 3.

For training our models, we used CrossEntropyLoss

which is standard for classification tasks with a set num-
ber of classes. However, one caveat in our task is that our
training data had serious class imbalance issues. Of the 3257
training faces, there are 2551 masked, 608 unmasked, and
only 98 masked incorrectly. Based on some early results, we
found that using an unweighted CrossEntropyLoss resulted
in high overall accuracy, but at the expense of individual
class accuracy of “masked incorrectly.” Since there were
few training images of incorrect masks, the model effec-
tively ignored them in favor of maximizing the other two
class accuracies which had more samples. One primary,
new aspect of our transfer learning approach was tackling
the “masked incorrectly” class. To solve this, we used a
weighted CrossEntropyLoss to optimize our models (taken
from Pytorch documentation [16]):

The weights w were assigned to each class such that more
weight was placed on classes with less images. This gave
weights as such: Masked = 98/2551, Unmasked = 98/608,
Masked Incorrectly = 98/98.

For each model, we trained using PyTorch [17], mini-
mized training loss, and tuned weights based on validation
loss. We also employed early saving techniques to avoid over-
fitting to the training set by always saving the model with the
lowest validation loss in the case that validation loss starts in-
creasing in later epochs. To compare different models, we
used the average test set accuracy across all 3 classes. This
is a self-designed metric that emphasizes the equal impor-
tance of all 3 classes in our dataset instead of those with most
images in the dataset. The disproportionate distribution of
classes will skew overall accuracy, but our priority is classi-
fying all 3 classes well instead of just 2 classes at the expense
of the 3rd. Thus, this self-designed metric is justified. We can
then decide which model is best by comparing their test set
average-class-accuracy (henceforth called ACA).

Fig. 3: Custom CNN Architecture (Figure from [18])

We test a variety of different transfer-learning mod-
els: ResNet18, ResNet34, VGG16, VGG19, DenseNet121,
DenseNet161, and DenseNet201 [19]. In addition to these,



we also design our own Custom CNN whose architecture is
seen in Fig. 3. This custom architecture allows us to conduct
even more experiments on different types of models including
using BatchNormalization and different activation functions.

5. EXPERIMENTS/RESULTS/DISCUSSION

Fig. 4: Model Experiments and Corresponding ACA

For our experiments, we wanted to improve on the pre-
vious Kaggle work by experimenting with different transfer
learning models and our own custom model which uses a
targeted loss function that handles class imbalance issues in
our training dataset with 3 classes. We did some individ-
ual hyperparameter tuning for each experiment, but for the
transfer learning models (ResNet, VGG, and DenseNet), we
trained for fewer epochs (20) since the weights were pre-
trained. This is because the model will converge faster and be-
gin to overfit if it is trained for too many epochs. For our cus-
tom model with fresh weights, we had to train for 40 epochs
before overfitting was clearly apparent. As mentioned before,
we employed early saving techniques to fight this issue be-
cause training for more epochs when validation loss is clearly
increasing can be harmful. We also used a standard regular-
ization of 1e-2 across most of the experiments because this
gave us the best validation loss results at the end of training.

Additionally, we used the Adam optimizer with a learn-
ing rate of 1e-5 for all the experiments including the Custom
CNN. We expected to only need a small learning rate for the
pretrained models because they are already highly optimized
as feature extractors so their weights and biases only need
minimal tuning. Surprisingly, the fresh custom CNNs also
performed best on validation loss with this low learning rate.
Finally, we used a batch size of 128 to ensure we would not

run out of GPU memory and to accurately approximate the
distribution of classes in the entire training set. This way,
the batch updates would be a good approximation of the en-
tire dataset. We drive our network training with a weighted
CrossEntropyLoss and save the models at the epoch with
smallest validation set loss. To evaluate the performance of
the experiments against each other, we use the self-designed
ACA metric, which is the average accuracy of the individual
class accuracies. This helps equally emphasize each class’s
importance despite the dataset imbalance.

Results from our experiments are shown in Fig. 4 includ-
ing individual class accuracies and overall ACA performance
metric. We notice that of the transfer learning models, ResNet
architectures perform worst while VGG architectures perform
much better than DenseNet and ResNet. The normal VGG
models performed best on average, but the Custom CNN with
ReLU and BatchNorm actually produced the highest ACA.
Our custom model was the best with equal emphasis on each
class! The problem of class imbalance in the dataset is clearly
seen in the trends of “Incorrect Mask” which consistently has
the lowest accuracy of the 3 classes. This is expected, but we
were able to bring the accuracy to as high as 69.23% in our
custom model which is quite good given the minimal train-
ing data we have for that class. With our custom model, we
also tested different activation functions and BatchNormal-
ization. It was clear ReLU working with BatchNormaliza-
tion gave the best results. It is important to note that out of
thoroughness, we tested the transfer learning models without
pretrained weights as well, but those always gave worse ACA
performance than the pretrained models.

Fig. 5: Custom CNN with ReLU+BatchNorm Loss Curves

In Fig. 5, we see training and validation loss curves for
our best model–the Custom CNN with ReLU and Batch-
Norm. One can observe there is some clear overfitting oc-
curing as the validation loss begins to rise near the end of
training. However, with our early saving implementation,
our best model is taken from the training epoch with lowest
validation loss which happens before the overfitting occurs!

In Fig. 6, we see the results of our best model experiment
on the test set. Specifically, this normalized confusion matrix



Fig. 6: Custom CNN with ReLU+BatchNorm - Normalized
Confusion Matrix on Test Set

illustrates where the model is going wrong in its final predic-
tions. For the masked and unmasked classes, the predictions
are quite strong with high accuracy and very few misclassi-
fications. The problematic case is predicting the Incorrectly
Masked class and this is expected due to the lack of training
data for it. The confusion matrix paints a very clear and logi-
cal picture for the very low accuracy on this class–the model
often confuses Incorrect Masks with Correct Masks. 23% of
the incorrectly masked faces in the test were misclassified as
correctly masked. This is easily understood because as hu-
mans, we sometimes struggle to see if a mask is fully cover-
ing the nose and being worn properly. With low resolution
images, we can understand that differentiating a face with a
mask just below the nose from a face with a mask just above
the nose is a very difficult problem to learn from such small
sample sizes of one of those classes.

With our trained classification model on faces, we use
a pretrained face-detector [3] (that specializes in identifying
faces with masks because traditional face detectors struggle
with this) to extract the faces in a given image. All these
extracted faces are passed through our custom CNN and clas-
sified into one of our 3 classes. We then have an algorithm
to draw colored bounding-boxes around these detected faces
in the original images with following key: Green=Masked,
Red=Unmasked, Orange=Masked Incorrectly.

In Fig. 7 and 8, we show some examples of our algorithm
applied on test images. From Fig. 7, we see strong exam-
ples of face predictions where all faces are properly classified.
When the images are clear and the faces are high-enough res-
olution, the model tends to be very good at the classifying
task. However, there do exist some cases where the model
struggles. Particularly, as mentioned with the confusion ma-
trix, the model sometimes thinks an incorrectly masked face
is correctly masked. We see one such example with the mid-
dle face in the second image of Fig. 8. Moreover, in the first
image of Fig. 8, we see most of the faces properly classified,
but there are some wrong classifications–particularly of the 4

Fig. 7: Strong Predictions

Fig. 8: Some Poor Predictions

orange boxes, only 1 of them is actually an incorrectly masked
face. This is an example of the difficulties the model some-
times faces with distinguishing correct and incorrect masks–
when faces are small and thus will be low resolution inputs to
the model.

6. CONCLUSION/FUTURE WORK

From our experiments, we found the Custom CNN with
ReLU and BatchNormalization produced the highest ACA.
This was an interesting discovery because we expected the
pretrained models to do much better due to their powerful
feature extractions. However, since those models are trained
via a balanced CrossEntropyLoss on a different dataset of
1000 unique classes, it makes sense that the custom CNN
was able to outperform the transfer learning models. For fu-
ture work, we plan to explore using a FasterRCNN model to
directly detect faces and experiment with more model layers.
We would also like to collect more incorrectly masked data
to train our models to improve accuracy on that class.



7. TEAM MEMBER CONTRIBUTION

7.1. Benjamin Chang

I wrote code to train pretrained and non-pretrained Dense201
models for face mask classification. This was done on the
”Face Mask Detection 12k Images Dataset” as well as the 3
class ”Facemask Dataset” such that bounding boxes are drawn
around input image face masks. I also performed evaluation
of the classification accuracy of these networks on DenseNet
networks of varying number of layers in addition to inves-
tigating the effect of augmented data and dropout layers on
classification accuracy. Lastly, I worked on the final report.

7.2. Joseph Chang

I trained VGG-16, VGG-19 network model and modified
them to detect whether a face has mask on, off, or incorrectly
using the ”Face Mask 12K dataset”. The mask detector itself
has high accuracy, but is dependent on a good face detector.
I used Haarcascade to detect faces and bounding box coordi-
nates. This detector is then prepended to the mask detector
so the region of interest is more specific. After tests, I found
Haarcascade performed rather poorly so I trained a Faster
RCNN for face detection as a replacement. Computed output
results, training loss, and worked on the final report.

7.3. Nikhil Pathak

I have written the training and Dataset/Dataloader code for
our classification model. I also conducted the experiments
with ResNet and our custom CNN, and worked on the class-
imbalance issue we were facing. I also wrote the code that
integrated the work end-to-end by first extracting all the faces
from an image using the FasterRCNN model, and then run-
ning each extracted face through the trained 3-way classifi-
cation model in order to get a label for each face that is then
bounded by a color-coordinated box for the user to inspect the
faces and their classifications in an output image. I also wrote
the code for retrieving the confusion matrix for the model on
the test set. Finally, I worked on the final report.
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