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Abstract—Obstacle avoidance is an important task in
robotics that deals with identifying and passing around
obstacles. Key aspects of this problem deal with identifying
underlying geometric patterns, as well as representing
information that could be at any scale, aka scaling input
resolution. Our motivation is to come up with an algorithm
that is extendable, flexible and efficient and apply it to the
specific problem of Drone Obstacle Avoidance. For our
algorithm, we are exploring a genetic algorithm (NEAT)
for two main reasons - it is shown to be able to handle
various inputs that share a geometric distribution, for
example a robot looking for food in a square grid [1]
and it has been shown to work effectively using a small
number of parameters [2], that evolves over the task over
time by changing network structure. This will also give us
insight by observing how different agents in the genetic
algorithm teach themselves to react to different obstacles.
We were able to create a model that used input from its
sensors to successfully avoid obstacles in a simulation for
two minutes, which was the target performance we set in
advance.

I. INTRODUCTION

With the recent increased attention and focus drones
have been receiving as both a way to film and capture
videos as well as Amazon’s interest in possibly using
drones for package delivery, more and more people have
been purchasing drones to use in both their professional
lives and for recreational use. As more people are
getting into using drones for the first time, their lack
of experience can cause issues when trying to navigate
the drones in the form of collisions with obstacles. As
drones are somewhat fragile and are relatively expensive
in nature, this issue tends to be quite costly. We propose
to introduce some autonomy to the drone in order to
avoid obstacles when flying in a manner that protects the
user from the cost of fixing and replacing drone parts. As
we were given limited time and resources to complete
this project, we will be making some simplifications
to ensure that we achieve meaningful progress within
the aforementioned constraints. We will be simulating
the drone’s movement in two dimensions, in the same

manner of a two dimensional platform video game. We
will be using a machine learning algorithm which takes
as input data from sensors attached to the drone which
can detect obstacles around drone and outputs a decision
of how the drone should maneuver to successfully avoid
the obstacle. The machine learning model we plan on
using is the NEAT Genetic Algorithm which is based on
the theory of evolution and the concept of ”survival of
the fittest”.

Fig. 1. Example of instance of the game at play

II. RELATED WORK

The majority of the most closely related work re-
lates to game-playing agents. There are a plethora of
reinforcement learning approaches to solve similar sim-
ulations (games), which include using Q-learning, TD-
Learning, Monte Carlo Tree Search, etc. A large portion
of these incorporate deep learning in the reinforcement
algorithm to tune decision sub-networks. However, these
are all computationally extremely expensive, although a
variety of them may work well for our example[3].

III. DATASET AND FEATURES

A. Dataset

In this project, we did not have a dataset in the
same manner as most machine learning models do as
it was not applicable to the way we wanted to conduct
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our simulations. Instead of having a dataset ahead of
time, our dataset can be considered to be created in real
time as we run our model since the obstacles and the
food are created randomly as the simulation is running.
The obstacles that were created had randomness in the
location on screen where they were created, the vertical
length it had, and how often they were generated but
were still constrained in a way to ensure that there was
a possible path for which the player can successfully
maneuver to avoid collision. The food generated was also
randomly generated to take any position vertically and to
not appear too quickly as to not over saturate the screen.

B. Sensors

Each player was equipped with four sensors that which
had regions of activation spanning the 4 quadrants of the
origin point of the player. Each sensor detects whether
there is an obstacle or a food object in its region. For the
obstacles, the features the sensor extracts are the angular
displacement from the object as well as the size of the
obstacle. For food objects, the sensor extracts only the
angular displacement. These features serve as the eyes
of the model which are used to decide how the player
should move.

Fig. 2. Visualization of features extracted and given as input to the
NEAT model.

IV. METHODS

Our model design incorporates different perceptual
systems, taking its environment data and engineering the
features into inputs that are usable and realistic for the
Drone. For example, while as a human who is viewing
progress of a robot, it is realistic to have an entire
top-down view of the experiment setup, the perceptual
capabilities of a real-life drone will be limited via sensors
and more than likely not give it such a capability. Thus,
while the technical data we generate is a 2-D simulation,
the input to our model was be an engineered version of

the environment, the specifics of which will be discussed
and will play a significant role in the performance of the
model.

The environment we generated is a 2-dimensional
side-scrolling plane with rectangular obstacles in it that
are scrolling from right to left with constant velocity. The
drone is programmed to have the ability to move in the
fundamental directions of left, right, up and down. The
drone also has the ability to stay idle. We introduced
acceleration, momentum and gravity in the simulation
to model the real world physics as much as possible.
It is important to note that sequential combination of
these 4 core movements allow the drone to move in any
direction. Intuitively, the goal is for drone to avoid the
obstacles as shown in Fig.1.

We also introduced food for the drone as a effort to
simulate specific path prioritisation as also shown in Fig.
1 where the drone is the pink square and the food is the
yellow square. Eating food rewards the drones so over
time the idea is that over time the drones learn to eat
food while avoiding obstacle.

Finally to add input-output complexity to the simu-
lation, the drone has inertia. In general any movement
command applies an instantaneous acceleration ai to the
bird’s existing v(x,y). The maximum velocity of the bird
is bounded. At each timestep, its velocity is calculated
as:

vnew(x,y) = (min(|vold(x,y) + ai(x,y)|, |vmax(x,y)|))

,
∠((vold(x,y) + ai(x,y)), vnew)

where ai, vnew, vold are 2-D directed vectors. This essen-
tially simulates massless inertia, as mass is only relevant
to model outcome of collisions which we assume to be
fatal.

A. NEAT

NEAT [4] starts with an initial population of simple
perceptrons called the Initialization stage as show in fig.
3. With the same fundamental workings as training a
neural network for a number of epochs, NEAT trains its
population of drone over a number of “generations”.

Instead of using a loss function, each drone in the
simulation has a fitness which is its measure of success,
what each player in the population is trying to maximize.
Based on these scores, NEAT selects the mutations that
did the best in a stage known as the evaluation stage as
in fig.3 . If the fitness of the current generation of drone
crosses a pre-set threshold in the termination stage, goal
has been achieved and we end the simulation. We set
the threshold fitness at 120 because we assumed that if
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Fig. 3. Visualization of the NEAT Algorithm

a drone can survive for over a 120s +- food, the drone has
learned to avoid obstacle and survive indefinitely. If the
fitness threshold hasn’t been met, the simulation and the
NEAT algorithm processed to the next stage of Selection.
Here we eliminate the bottom 50% of the population.

Now we arrive at the core ’learning’ stages of the
NEAT algorithm. Unlike traditional machine learning ap-
proaches that use a gradient based optimization method
to train a network, NEAT uses random “mutations”
and “cross-over”. Mutation ( as referenced in fig. 4) is
defined by:

1) Replacing an edge with a node, which is in turn
connected to the nodes the replaced edge was
originally connected to.

2) Adding a new edge between two nodes in the graph
(recurrent connections are allowed via a setting).

3) Changing characteristics of a node or edge (weight,
type of activation function, bias, if the edge/node is
active or not, etc...)

Fig. 4. Visualization of how mutations occurs in the NEAT Algorithm
[4]

The fittest models are then compared topologically,
and the characteristics are merged by crossover into a
new model. The process has a lot of different com-
binations where all the hyper-parameters relate to the
details of crossover, and which mutations are allowed.
The goal of crossover combined with the selection stage
is analogous to the theory of evolution where only the
’genes’ of the drones have learnt to avoid obstacles and
survive are passed on to the next generation. The hope
is that next generation is better at obstacle avoidance.
We repeat this “reproduction” process until we have re-
populated to the original size.

B. Fitness

The drone is primarily scored on the time in seconds
it is alive. The longer the drone stays alive, the higher
the fitness. As discussed earlier, eating the food rewards
the food. We do this by specifically adding 10Seconds
to the survival time.

Fitness = T + (10 ∗ num food)

C. Hyper-Parameters Tuning

Our first approach to tuning of the hyper parameters
was to use grid search to find the model that achieves the
target fitness of 120 seconds in the least number of gen-
erations. We quickly realized that this method, although
thorough, was too computationally taxing and was going
to take too long to finish. We then reverted back to the
more simple approach of tuning the parameters by hand
until we found a set of parameters that reached our target
fitness. Although is method was much slower and more
difficult since we had to sit there and run the different
models and change them after every training session, we
found that this approach helped us understand more how
the parameters affected the behaviour of the network.
This added understanding was what allowed us to see
that the excess of information given by the sensors was
actually harming the performance as we will discuss
in the next section of the report. We initially used a
population size of 25, but we found that increasing
it to 100 allowed our model to learn quicker. One
of the reasons for this is that adding more agents to
each generation allowed for more random initializations
for the initital perceptron network, allowing for better
initializations due to sheer chance.

One of the biggest issues we had to debug was
that although our fitness was increasing initially in the
first dozens of generalizations, the fitness eventually
began to drop off and it never recovered. We realized
that this was due to the fittest species being mutated
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and then terminated. Hence, we increased the Elitism
hyper parameter from 2 to 10 where the top 10 fittest
individuals are untouched and are progressed to the next
generation without any chances.

This is because the added number of players allowed
the crossover and mutations to find a model that in-
creased the fitness faster. We set the number of hidden
layers was ticky to tune because as the number of hidden
layers increases, the models complexity also increases.
One would have intuition that a more complex model
would be better at understanding and thus would have
a higher fitness, yet we found out that if the number of
hidden layers is too large, the model starts to perform
worse. We found that using 10 hidden layers was the
sweet spot between a model with not enough complexity
and a model with too much complexity.

V. EXPERIMENTS AND RESULTS

We experimented with many different iterations of
what values to use for the hyper-parameters and decided
to report on the three main types of models we used to
solve the problem of obstacle avoidance. The first model
we implemented is characterized by its low probability
of creating and deleting nodes as well as its low mutation
rate, meaning that the model focuses mainly on the
current best species and does not try to deviate from
it much. This lack of exploration on the model’s part
was the reason for why the model could only reach
a maximum fitness of 16.8 seconds and had to be
terminated after running for 300 generations, which is
the limit we set on the maximum runtime for the model.
The next model we tried implementing tried to solve this
issue by increasing significantly both the parameters for
node addition and deletion as well as the mutation rate.
In this implementation, the model was able to increase its
performance significantly and reach a maximum fitness
of 51.4 seconds. This increase in performance can be
attributed to how the model behaved differently after
increasing these specific parameters. In this case, the
model was able to explore a wider set of possibilities
on how to solve the problem by making larger changes
to the best species. This meant that there were many
models created which did worse than the model that
was doing the best, but it also enabled the model to
find a better model that solves the problem even better.
However, the model was still unable to reach the target
fitness threshold of 120 seconds. After Analysing the
way the model was behaving in real time, we decided
to allow the players to have more control on the speed
at which they moved vertically and also decreased the
region of the sensors. We found out that in many cases,
the players were able to make the correct decision to

avoid the obstacle by moving out of the way, but was
not quick enough to travel far enough away to avoid the
obstacle. We also realized that the model was looking too
far in advance using its sensors. This caused for specific
situations in which the model could sense obstacles
on both the top and bottom sensors so it could not
decide how to properly avoid the two obstacles. By
reducing the size of the sensor area, we decrease the
amount of information being fed to each player and
thus save the player from being overwhelmed by too
much information and looking too far ahead. This change
allowed the model to focus avoiding one obstacle at a
time, which helped the model reach the highest fitness
of the three implementations we attempted. This model
was able to achieve the target fitness and was able to do
it in only 201 generations.

Results Per Model
First Model Second Model Third Model

Fitness 16.8 51.4 120
Generations Terminated at

300
Terminated at
300

Converged at
201

TABLE I
THIS TABLE INCLUDES THE FINAL RESULTS FOUND FOR EACH OF

THE THREE MAIN MODELS WE IMPLEMENTED AND ARE
REPORTING ON. IT INCLUDES THE FITNESS WHICH IS A MEASURE
OF HOW LONG THE PLAYER SURVIVED AS WELL AS THE NUMBER

OF GENERATION WE RAN EACH MODEL.

VI. CONCLUSION AND FUTURE WORKS

The NEAT genetic algorithm was able to successfully
learn a model that could avoid obstacles in our simula-
tion of a drone traversing an obstacle course. The model
was able to reach the target fitness of surviving for 2
minutes without crashing. For future work, we would
like to add more complexity to the simulation and to
our model by also considering the third dimension in
space as a variable for both the obstacles and for the
drone. This would mean that the model would consider
not only moving directions in the x and y axes, but also
in the z axis. This addition of complexity would allow
for our model to be better equipped to be deployed onto
real drones and used to avoid obstacles in real life, and
generally serve as proof of concept. Finally, we wanted
to use Hyper-NEAT to give a higher dimensional image
input from each of the drone’s sensors to complicate
the network as well as introduce more information into
the sensors. HyperNEAT is shown to establish strong
spatial relationships using lightweight models for scale-
resolution image inputs, and as such would allow a lot
more power in the drones limited input and complicate
its ability to decision make.
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VII. CONTRIBUTIONS

In this project, each member contributed to every
aspect of the project in the code, but we each had a
main task to complete.

A. Kaustubh Lall

• Worked on making the core physics behind the
simulation

• Created data structures for data tracking.
• Created abstraction layer between simulation and

ai.
• Coded the core logic for the simulation and

B. Varun Malik

• Adapted the NEAT algorithm
• Worked on and coded the Feature Engineering
• Coded the sensors implementation for the simula-

tion

C. Kevin Youssef

• Worked on hyper-parameter tuning
• Integrated simulation with NEAT
• Coded and worked on the fine tuning the sensors

Finally, all three of us came together to work on the
project report and video presentation collaboratively.
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Peer Review Answers 
Critique of group 35 presentation – Drone Collision Avoidance Simulator 

 

Critiques by group 42.  

 

The project uses the genetic convolutional network. The network is applied to Drone collision 

avoidance simulation. The simulation is a highly simplified physicals model, which has 

dimension of 2D. The drone flies in this environment with information gathered from sensor. 

The final score is defined as the survival time and the amount of the food eaten.  

 

The result is very interesting. There are two types of final species. One group is trying to get 

food and the other group is basically ignoring the food. I am wondering if it is possible to obtain 

something in between. My intuition is that the best strategy should be trying to get all the food 

that is safe to obtain while also play safely to avoid obstacle.  

 

The project used the gamepy module to build up the training model. From the video, it seems the 

obstacles are quite sparse. It would be interesting to see how the species trained before can 

perform in a slightly different environment. I am not sure how certain parameters are chosen. It 

would be great if there could be some explanation in the final report.  

 

As a summary here is my questions and suggestions  

1. Try to obtain the ideal kind of species that eat all the food that is safe to eat and avoid the 

obstacles.  

a. Ideally we can find a model that does this but unfortunately it would take a lot of 

time and effort to tweak the hyper parameters to get that specific behavior. This 

can be left for future work to do on this project 

2. What criteria did you used to choose all the parameters? For example, activation 

function, acceleration of the species?  

a. The main approach for fine tuning the parameters was to tune the parameters by 

hand and look at how the behavior changed and the maximum fitness achieved. 

3. How would result look like if the obstacle setting has changed? For example, how would 

the density of the obstacle affect the final result?  

a. By adding more density of obstacles, model would work approximately in the 

same manner as long as there was still enough space between the obstacles for the 

model to traverse the course without colliding. 

4. How much time is needed to converge or terminate?  

a. The model terminates after 300 generations if the target fitness was not achieved 

yet. The time for convergence or termination is not easily reported since each 

iteration does not take a fixed amount of time to run as the fitness calculated is 

how long the model can survive. 

5. Did you write all the code or is it based on existing code?  

a. This code for the NEAT algorithm was adopted from the NEAT documentation 

and we had to adapt it to fit our specific problem. The simulation was written 

completely from scratch. 

6. Is the result already optimum? If not, how do you think you can improve it. 



a. It is difficult to define what optimality would be for this project as it depends on 

the time of survival. An optimal model would be one that survives forever so we 

needed to define a target fitness that we would terminate one achieved which is 2 

minutes of survival. 

 

 

  



Critique of group 35 presentation - Drone Collision Avoidance simulator  

 

Critiques by group 28.  

 

1. It’s great to see that you are creating synthetic data using simulation.  

2. If we set the maximum iteration limit to a higher value, do you expect that the first model 

will converge or is it the case that the first model will never reach the fitness threshold 

(120)?  

a. In theory, the first model may be able to reach the target fitness if allowed to run 

indefinitely. As this is a rather naïve solution, we declare that the model does will 

not converge within the number of iterations allowed to run. 

3. Is there a reason why you chose to have higher vertical acceleration for your third model?  

a. While analyzing the model’s performance in real time, we noticed that sometimes 

the model was making the correct decision in its movement to avoid the obstacle 

but that it didn’t have enough time to change its vertical position to successfully 

avoid the obstacle. This happened after we decreased the area of the sensors to not 

overcrowd the model with too much information. 

4. I see that you found that the second type of species outperforms the first. Was curious to 

know if there are any other kind of species (with intermediate safety and food obsession) 

a. In our experiments, we did not find any models that behaved in this manner. 

There could be a model that behaves like this for some other hyperparameter 

values, but we did not find it in any of our simulations.  

5. Intuitively one would think that making the sensor region larger would mean that the 

drone can see further ahead. It’s interesting to know that a smaller FOV gives improved 

results  

6. Since you have a lot of hyperparameters, is there any specific approach you followed to 

set them?  

a. The main approach for fine tuning the parameters was to tune the parameters by 

hand and look at how the behavior changed and the maximum fitness achieved. 

7. What happens when you have a mass parameter associated with the drone?  

a. We are not sure what mass parameter means. Our understanding is that you mean 

a mass/weight to the actual player, which would affect its inertia as it moves. We 

indirectly implemented this in the setting of the vertical and horizontal 

accelerations. 

8. Awesome demo! It was interesting to see how some species improve over time and make 

the right decisions. 

 

  



Critique of group 35 presentation - Drone Collision Avoidance Simulator 

 

Critiques by group 27 

 

Emphasized the background and importance of the project really well. I liked the 

addition of the stakeholders that would be interested in the project. Good review of 

previous efforts/literature review and what did and didn't work, we would suggest 

adding more links between previous model trials. Diagram on NEAT slide is helpful. 

 

Presentation portion was a little long. It would have been nice to see more examples of 

results discussion using the drone model (images of the model). There was some 

confusion and interruptions during the code/model demo portion which distracted from 

the project. Felt a little improvised. 

 

It seems reasonable that for this project you wanted to train based on simulated data 

but how exactly will this be a valuable resource when implementing in the real world? Is 

the idea to find an appropriate model that can be retrained on real data, or can a 

simulated model be used on real data? 

• Our implementation uses simulated data as it is easily generated in a manner that allows 

us to create an obstacle course that is not too easy but also not too difficult to traverse. 

Obviously the model would not work in real life as it is, but we used the simulation as a 

proof of concept that the NEAT algorithm can be used to train a network to avoid 

obstacles.  

 

On the NEAT diagram it was slightly unclear what the definition of an “assigned task” is. 

Can it be interpreted as a strategy or a specific list of controls? In other words, how do 

you translate the "assigned task” into what the robot does? 

• The assigned task for our problem specifically was survival in the form of obstacle 

avoidance 

 

Really interesting topic and very complex work created from scratch to build and run 

simulations - where does this kind of work go from here in the big picture of real-world 

drone applications? 

• This project is mainly a proof of concept on the ability of the NEAT algorithm to train a 

network to avoid obstacles. The next steps for this project would be to first make a 

simulation that considers a 3D world view as opposed to only 2D. After that, we would 

try to use a real drone to avoid, initial virtual and eventually real, obstacles. 

 


